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Abstract.  Assessing map accuracy requires comparing the categories or quantities mapped to the 
reality of what is on the ground.  Practical necessity dictates that the ground condition can only be 
determined for a sample of locations.  Thus sampling design becomes a critical component of 
accuracy assessment.  Historically, the basic sampling designs implemented for map accuracy 
assessment were simple random, systematic, stratified random, and cluster sampling.  These 
designs remain the fundamental building blocks of effective sampling design for accuracy 
assessment.  The demands placed upon accuracy assessment have increased as the richness of 
spatial data and applications have expanded.  Desirable assessment objectives now extend beyond 
the analysis based on an error matrix to include accuracy of gross and net change, composition of 
the classes mapped (at one or more levels of support), and landscape features (e.g. patch size and 
shape distributions).  Quantitative map products, for example, maps of percent impervious surface 
or percent forest canopy cover, pose new sampling design challenges.  Perhaps the biggest 
challenge of an expanded set of objectives is the requirement to collect reference data for 
assessment units of different sizes (e.g. 30 m by 30 m pixel, 3x3 pixel block, or 5 km by 5 km 
block).  Multi-stage cluster sampling becomes a prominent design option when attempting to meet 
multiple objectives targeting multiple sizes of assessment units.  Sampling design choices become 
more difficult as the number of accuracy objectives increases.  Different sampling designs are 
suited to achieve some objectives better than others, and trade-offs among desirable design criteria 
must be recognized and factored into the decision-making process.  As mapping science continues 
to advance, to keep pace, accuracy assessment sampling designs need to be developed and 
evaluated to address these emerging new objectives.  Sampling designs can no longer just target the 
traditional descriptive accuracy objectives encapsulated by the error matrix analyses, but must 
simultaneously permit assessment of additional objectives such as accuracy of land-cover 
composition and landscape pattern, and accuracy of quantitative map products. 
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1. Introduction 
1.1. Basics 
The basic premise of accuracy assessment is to compare a map depicting categorical or quantitative 
characteristics to the true condition of that characteristic on the earth’s surface.  It is often the case that no 
real “truth” is practically attainable, so accuracy assessments evaluate the map relative to some higher 
quality determination of the ground condition.  These higher quality data, referred to as “reference data”, are 
used to produce a “reference class” or “reference quantity” that is compared to the map class or quantity. 
Typically reference data are too expensive and difficult to obtain for the entire region of interest, so 
statistical sampling becomes a critical component of accuracy assessment.  The “sampling design” is the 
protocol for selecting those locations at which reference data will be collected.  In this article, it is assumed 
that the reference data obtained via the sample selected for accuracy assessment will be used independently 
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of data incorporated in the process of creating the map.  If reference data must be used both to create and 
evaluate the map, cross validation becomes a necessary consideration (see Steele et al. (2003) for an 
overview of cross validation applied to accuracy assessment).  The scope of this article is further limited to 
assessing accuracy of the final map product.  That is, the accuracy objectives do not target the quality of the 
map at various intermediate steps in its development, nor do the objectives address the “uncertainty” of the 
potential maps that could have resulted from a classification process (Dungan 2006).  The perspective of 
“accuracy assessment” taken is to evaluate the quality of the end product map that is provided to users.   

Accuracy assessment requires a spatial support or assessment unit that serves as the basis for comparing 
the map to the reference condition.  The assessment units should form a partition of the region of interest (i.e. 
the collection of all assessment units should cover the region and the units should not overlap).  More than 
one assessment unit may be of interest.  A pixel is a common choice of assessment unit, but other options 
include a polygon (e.g. patch of common attribute), a regular areal unit such as a 1 km by 1 km block, or an 
irregular areal unit such as a watershed.  The assessment unit need not be equivalent to the minimum 
mapping unit of the classified output.  The map may depict either quantitative or categorical outputs.  
Categorical outputs may be the result of a crisp classification in which each map unit is labeled as exactly 
one class, or a fuzzy classification in which each map unit is assigned a membership for each class.  One of 
the more common categorical outputs is land cover.  Applications related to land cover will be the primary 
examples discussed to illustrate sampling design options and concepts.  Percent tree canopy cover and 
percent impervious surface are examples of quantitative map outputs. 

New sampling design challenges have arisen because accuracy assessments are being called upon to 
extract more information about map quality.  For example, accuracy assessment of land-cover change 
expands upon the basic problem of assessing accuracy of land cover at one point in time.  Assessing change 
accuracy may focus on change represented as a categorical response (e.g. gross change quantified as the 
number of pixels changing from one condition to another) or a quantitative response (e.g. net change in 
forest cover for 5 km by 5 km assessment units). Land-cover data are often aggregated to some support unit 
to produce land-cover composition data (i.e. the percent cover of each class within a support unit) and these 
composition data are input to process models or regression analyses.  Other analyses of land-cover data focus 
on features and patterns of the landscape as summarized by measures such as average patch size or contagion.  
An accuracy assessment may be called upon to provide a description of the accuracy for all of these diverse 
applications of the land-cover data.  Descriptive accuracy objectives will be the focus of this article.  For 
example, how accurately are the classes or quantities mapped at each date, how accurately are gross changes 
mapped, is the land-cover composition accurate, and are spatial patterns of land cover accurately depicted?  
Characterizing the spatial pattern of classification error, comparing classifiers, and determining causes of 
classification error are other common accuracy objectives, but these will not be discussed. 

1.2. Analysis 
Descriptive analyses of land-cover accuracy have traditionally relied on an error matrix to organize the data, 
and accuracy measures such as overall, user’s, and producer’s accuracies to summarize the error matrix 
information.  There is no shortage of other accuracy measures, foremost of which are the chance-corrected 
measures such as kappa, and map users and producers need to be fully aware of the utility and limitations of 
these measures (Stehman 1997b, Liu et al. 2007).  The error matrix approach is readily adapted to summarize 
and describe accuracy of change (Biging et al.1998), the primary modification being that the “classes” are all 
possible types of change as well as no change for each class.  Van Oort (2007) provides some useful 
additional interpretation tools for understanding the change accuracy error matrix.  Gopal and Woodcock 
(1994) introduced ground-breaking methods for quantifying accuracy when fuzzy classified reference data 
are compared to hard classified categorical map data.  Binaghi et al. (1999), Lewis and Brown (2001), and 
Pontius and Cheuk (2006) further extended the error matrix concept to provide descriptive accuracy 
measures when both the map and reference classifications are fuzzy.  Ji and Gallo (2006) reviewed many of 
the descriptive measures for describing accuracy when the map output is quantitative.  The basic descriptive 
measures for describing accuracy of quantitative outputs are mean error, mean absolute error, root mean 
square error, and correlation.  Whether the map product has categorical or quantitative outputs, typically 
more than one descriptive measure of accuracy is used. 
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1.3. Desirable design criteria 
The choice of a sampling design is strongly guided by the desirable criteria specified for the design (Stehman 
1999).  The foremost desirable criterion is that the sampling protocol satisfies the requirements of a 
probability sampling design.  Probability sampling designs allow the full support of design-based inference 
to justify the rigor of the accuracy estimates derived from the sample.  The sampling design must also be 
practical to implement, and it must be cost-effective.  Having the sample spatially well distributed (“spatial 
balance”) is intuitively appealing because the sample locations cover the area well without large gaps, and 
such samples generally tend to be more precise.  Good precision (i.e. small standard errors) is another 
desirable design criterion, and a related, though distinct criterion is the ability to estimate the precision of the 
accuracy estimates.  It is possible to have a design that yields precise accuracy estimates, but the design may 
be such that only approximate standard errors can be estimated.  For example, systematic sampling requires 
using an approximate standard error, and multi-stage cluster sampling designs may be so complex that 
approximating standard errors is a practical necessity.  Standard errors are an important part of the derivation 
of confidence limits for the accuracy parameters.  Lastly, the design should accommodate key objectives, for 
example accuracy of rare classes, accuracy of change, or accuracy for multiple sizes of assessment units. 

2. Sampling designs 
The basic sampling designs for accuracy assessment may be constructed by considering three features: 1) the 
assessment units are selected as individual entities, or the assessment units are grouped into disjoint 
subpopulations (i.e. “clusters”) and the assessment units are selected in these clusters rather than separately 
as individual assessment units; 2) the assessment units or clusters are grouped into strata and a stratified 
sampling design is implemented; 3) the sample selection protocol is simple random, systematic, or 
something else.  These three features translate to design choices of whether to use clusters, whether to use 
strata, and whether to use a simple random, systematic, or other selection protocol to select clusters or the 
individual assessment units.  The first two design features are issues of whether and how to group the 
assessment units prior to selecting the sample, whereas the third features directly specifies how units are 
selected into the sample. 

Different combinations of choices among these three features yield a multitude of different sampling 
designs.  For example, if the assessment units are treated as individual entities (not clustered) and not 
assigned to strata, selecting the sample using the simple random selection protocol defines a simple random 
sample (SRS).  If the assessment units are grouped into strata and selected as individual entities by the 
simple random selection protocol implemented in each stratum, the design is a stratified random sample.  In 
cluster sampling, it is possible to select the sample of clusters via either the simple random or systematic 
protocol, and it is possible to group the clusters into strata and implement a simple random or systematic 
selection of clusters within each stratum.  Deciding on a sampling design requires considering the advantages 
of each option within the three features relative to the objectives, desirable design criteria, and response 
design issues that exist for the particular accuracy assessment project.  The advantages and disadvantages of 
the sampling design options are discussed in the following sections. 

2.1. Cluster sampling 
The rationale for grouping the assessment units into clusters (also sometimes called primary sampling units 
or PSUs) typifying the use of cluster sampling in accuracy assessment is to reduce the expense of collecting 
reference data.  For example, suppose that the reference data are collected by visiting the sample locations in 
the field.  Grouping the sampled assessment units together reduces travel costs.  Even if the reference data 
are obtained by interpreting aerial photography, videography, or other imagery rather than obtained from on 
the ground field visits, there is often still some cost advantage to grouping the sample locations to reduce the 
number of photos or images than would be required if the sample locations were unconstrained by clusters.  
Not only are fewer photos less costly, but clustering the sample locations may also reduce the time required 
to find and prepare the photography or imagery to be suitable for use as reference data.   

Two-stage cluster sampling offers a practical solution that maintains some of the cost effectiveness of 
cluster sampling while diminishing the variance inflation attributable to positive within-cluster correlation of 
classification error.  In two-stage cluster sampling, a sample of assessment units would be selected from 
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within each cluster sampled.  For example, if the cluster is a 25 by 25 pixel block and the assessment unit is a 
pixel, the first-stage sample would consist of a subset of the blocks (clusters), and within each sampled 
cluster a subsample from the 625 pixels would be selected.  Different sampling designs can be applied at the 
different stages of a two-stage cluster sampling design, affording great flexibility in the implementation of 
the design. 

Historically, the merits of cluster sampling were considered primarily in the context of cost versus 
precision for estimating the error matrix based accuracy measures.  Trade-offs between precision versus 
cluster size were key issues determining utility of this design (see Moisen et al. 1994, Stehman 1997a).  
Revisiting the role of cluster sampling in accuracy assessment is warranted because new objectives have 
emerged beyond the basic error matrix analyses.  Some of these objectives, for example, assessing accuracy 
of landscape pattern, land-cover composition, and net change, require reference data collected for assessment 
units larger than a pixel. Cluster sampling provides a natural structure for collecting reference data on 
different size assessment units, a necessity for “multi-scale” accuracy assessments.  The decision of whether 
to use clusters can no longer be based simply on precision versus cost considerations, but now also requires 
taking into account whether the accuracy objectives can be met without employing a larger assessment unit. 

2.2. Stratified sampling 
Strata are typically constructed based on some characteristic of the map (e.g. the classes mapped) or defined 
by space or geography.  When the strata are constructed from map information, typically the rationale for 
stratification is to target the sample allocation to rare conditions or classes, for example rare land-cover types, 
high change areas, or areas of high impervious surface. Stratified sampling is a simple, practical way to 
increase the sample size of assessment units possessing a rare characteristic.  Geographic stratification can 
also be used for this purpose if the intent is to intensify the sample within one or more relatively small 
geographic areas (i.e., the rare condition is a small geographic domain).  Another rationale for geographic 
stratification is to construct a spatially balanced sample.  By partitioning the region of interest into equal area 
tessellation cells (e.g. squares or hexagons) and sampling from each cell with equal probability, the sample is 
assured to be spatially well distributed, much like a systematic sample (Ripley 1981).  Geographic 
stratification can also offer potential cost savings.  For example, stratifying by distance from a road (Edwards 
et al. 1998) and then sampling more intensively in the near-road stratum compared to the more difficult to 
access stratum may reduce costs.  Because sample selection in each stratum is implemented independently of 
other strata, stratified sampling allows the option to use different sampling designs in different strata. 

2.3. Selection protocols 
Simple random and systematic sampling are described in basic sampling texts and in most introductory 
statistics texts.  Simple random sampling is a general, all-purpose selection protocol.  It is readily applied to 
select a sample of clusters, a sample of units within a cluster (two-stage cluster sampling), or a sample of 
units within a stratum.  Systematic sampling is generally motivated because of its ease of implementation in 
the field and because it achieves the criterion of spatial balance, therefore also tending to produce better 
precision than simple random sampling.  The potential disadvantages of systematic sampling are that it can 
lead to poor precision if the systematic sampling interval happens to coincide with periodicity in the 
population (e.g. if classification error is spatially periodic), and it is not possible to construct an unbiased 
estimator of variance for a systematic sample.  Combining systematic sampling with stratification by map 
condition (e.g. land cover class) may be problematic because the elements of a stratum are typically not 
spatially contiguous.   

There are numerous other selection protocols besides simple random and systematic, but few have been 
used in practice in accuracy assessment.  For example, adaptive cluster sampling is a selection protocol for 
rare, spatially clustered items, and it has been suggested for accuracy assessment of change (Biging et al. 
1998).  Because stratifying by mapped change often effectively allows for increasing the sample size of rare 
change assessment units, adaptive cluster sampling loses some of its appeal in the accuracy assessment 
setting.  Stevens and Olsen (2004) developed an innovative, sophisticated selection protocol that achieves 
spatial balance and retains this property if non-response is considerable.  Such a protocol has potential utility 
if the reference data must be collected by ground visit and access to the sample locations is hindered by 
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denied access to private property.  If the reference data are obtained by remote sensing, then the non-
response problem is usually diminished, and it may be simpler to achieve spatial balance by using 
geographic stratification or systematic sampling.  Typically, choosing a selection protocol other than simple 
random or systematic will incur some increase in complexity of the design or analysis, and this disadvantage 
should be weighed relative to the advantages that may accrue from the more complex selection protocol. 

2.4. Assembling the sampling components 
The key to good sampling design is to choose from among the different options for each of the three design 
features to create a design that adequately addresses the objectives and satisfies the priority desirable design 
criteria.  Practically all design choices will entail trade-offs favoring some objectives or desirable criteria 
over others.  Cost is a dominant constraint resulting in the imposition of trade-offs among different desirable 
design criteria.  Increasing the sample size solves most sampling design difficulties, but unfortunately this 
methodologically easy solution is often not available because increasing the sample size increases cost.   

A simple, fundamentally sound basic design for many accuracy assessment applications is stratified 
random sampling, with the strata defined based on the map classes or quantities.  For example, stratifying by 
the categories mapped and implementing stratified random sampling with equal allocation of sample size to 
each stratum allows for estimating overall accuracy and accuracy of each category.  Control over the 
precision of these class-specific accuracy estimates is obtained by the choice of sample size in each stratum.  
Scepan (1999) is an example of this design applied to a global land-cover map.  The main disadvantage of 
stratified random sampling is cost.  If estimating class-specific accuracy is not a high priority objective, a 
simple random or systematic sample of clusters is a good design choice.  This design would, of course, not 
be effective for estimating accuracy of rare classes because of the absence of stratification.   

Clearly combining the advantages of stratification with cluster sampling would be very desirable.  This 
can be done by two-stage sampling in which a first-stage sample of clusters is selected, and then all units (e.g. 
pixels) with the cluster can be assigned to a stratum.  A second-stage stratified random sample from all pixels 
selected at the first stage completes the design.  This two-stage cluster sampling design incorporating 
stratification at the second-stage is more complicated to analyze, but it has been used in practice (Nusser and 
Klaas 2003, Stehman et al. 2003).  Mayaux et al. (2006) implemented a different version of a design 
combining strata and clusters.  Their clusters were based on Landsat scenes, and four strata were defined by 
classifying each cluster according to two attributes, the diversity of the land-cover classes within the cluster, 
and percent of the cluster covered by priority classes.  Because only four strata were employed, some control 
over the sample allocation to specific land-cover classes was lost relative to a design stratified by all land-
cover classes. 

3. Expanding the Accuracy Objectives 
The complexity of information derived from maps and the diversity of applications of these maps has placed 
demands on accuracy assessments to meet an expanded set of objectives.  For example, a common 
application of land-cover maps is to aggregate the land-cover data to determine composition for each unit 
(e.g. 5 km by 5 km blocks) in a partition of the mapped region (Hollister et al. 2004).  Assessing the accuracy 
of land-cover composition is thus an objective of interest beyond the usual error matrix analyses. Moreover, 
it will often be of interest to evaluate composition accuracy at more than one size support. Pontius and Cheuk 
(2006) have developed analysis tools relevant to assessing composition accuracy at multiple spatial supports.  
Net change represents an objective analogous to the composition accuracy objective. If net change is 
quantified for each block in a partition of the mapped region (e.g. net change in forest cover for each 5 km by 
5 km block), evaluating net change accuracy would be of interest (Stehman and Wickham 2006). 

Dungan (2006) distinguishes between pixel-based versus feature-based map comparisons.  The pixel-
based comparison measures include those derived from the error matrix.  Features are defined as “contiguous 
pixels of constant attribute” (Dungan 2006).  Feature-based accuracy measures may be derived by 
considering topological relations (Hargrove et al. 2006), or defined in terms of area and shape of the features, 
for example, mean patch size, mean perimeter-to-area ratio, or mean fractal dimension of the patches.  More 
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generally, interest may focus on assessing accuracy of other landscape pattern metrics related to edge, 
diversity of patch types, and contagion or connectedness among patches.   

Another objective that has arisen for accuracy assessment is to incorporate location error into the 
analysis.  It has long been a concern that accuracy statements are hindered by spatial misregistration of the 
reference and map sample locations.  Location error can be avoided by allowing only homogeneous 
assessment units to be sampled (e.g. 3x3 pixel blocks with all pixels having the same class), but this 
approach introduces the even worse problem of almost guaranteeing that the accuracy estimates will be 
overly optimistic (Hammond and Verbyla 1996).  Avoiding the location error problem by introducing bias in 
the accuracy estimates is not an acceptable trade-off.  Hagen (2003) constructed accuracy measures to take 
into account “fuzziness” in the location of the assessment units.  A key feature of this analysis is that it 
requires blocks of contiguous pixels.  

4. Designs for Multi-Objective Accuracy Assessment 
A common characteristic of these accuracy objectives that expand beyond the error matrix analyses is that 
they require data for a spatial support larger than a pixel or polygon assessment unit.  Moreover, some 
objectives also require that these larger assessment units contain blocks of contiguous pixels.  For example, 
if the objective is to assess whether the map correctly represents mean patch size or mean fractal dimension, 
the reference data must be such that entire patches are represented in the sample, and a sample of non-
contiguous individual pixels will not provide the required information. For other objectives such as accuracy 
of land-cover composition or accuracy of net change, contiguous blocks of pixels are not needed, but the 
sample must be able to represent the larger assessment unit that is the basis of the description. 

Cluster sampling is well suited to satisfy the reference data requirements for a multi-objective, multi-
scale accuracy assessment because it provides the block assessment unit required and the nested sampling 
structure is conducive to assessments conducted at multiple scales.  Implementing cluster sampling requires 
specifying the number of levels and size of support the assessment is designed to address.  For example, 
suppose the objectives stipulate assessments at the pixel level (e.g. 30 m pixel), a 3 km by 3 km support, and 
a 30 km by 30 km support.  A three-stage cluster sampling design using 30 km by 30 km blocks as the 
primary sampling unit, 3 km by 3 km blocks as the secondary sampling unit, and pixels as the final stage 
sampling unit would provide data for the three sizes of assessment unit. Some practical concerns become 
immediately obvious for such a multi-stage design.  How many pixels must be sampled to adequately 
estimate the characteristics of interest at the 3 km by 3 km support?  How many 3 km by 3 km blocks are 
needed to adequately estimate the characteristics of the 30 km by 30 km blocks?  To achieve adequate 
precision for all objectives for all sizes of assessment unit, will it be practical to collect the required sample 
sizes?  For those objectives requiring a contiguous block of pixels (e.g. patch size accuracy, or analyses 
taking into account location error), how large must these pixel blocks be?  There are many practical 
problems related to sampling designs for multi-objective, multi-scale accuracy assessments for which we 
currently have little information. 

5. Quantitative Outputs 
Examples of quantitative outputs include percent canopy cover, percent impervious surface, leaf area index, 
photosynthetically active radiation, net primary vegetation production, and snow cover. Accuracy assessment 
of quantitative outputs requires many of the same considerations applied to assessments of categorical 
outputs, but not surprisingly, several new issues are raised.  As a starting point for the discussion, two cases 
will be distinguished based on the ease of obtaining reference data for the mapped quantity.  If the 
measurement is amenable to choice of location (i.e. it is affordable to obtain the measurements in many 
locations), then many of the same principles and techniques applied to assessment of categorical maps can be 
used.  For example, suppose the target output is percent impervious surface for a 30 m pixel product, and the 
reference data will be obtained by interpreting IKONOS imagery.  Although cost is still a critical design 
criterion, it is reasonable to expect that a sufficient number of IKONOS scenes will be obtainable to support 
a probability sampling based accuracy assessment.  In contrast, suppose the quantitative output is very 
difficult and expensive to measure.  For example, Morisette et al. (2002) mention the use of flux towers for 
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validating net primary production.  Cost would certainly limit the number of flux towers that could be used, 
and it would be imprudent to locate the towers via a probabilistic selection.  In such cases, the best option is 
to purposefully choose the locations at which reference data are collected to optimize the convenience of 
access and safety of the measurement devices.  The accuracy estimates obtained for this non-probability 
sample would best be treated within a model-based inference framework as the underlying structures to 
support design-based inference are not present. 

6. Summary 
The basic sampling designs introduced in the late 1970s and 1980s for accuracy assessment, simple random, 
stratified random, cluster, and systematic, still constitute the fundamental structures for the more 
sophisticated sampling designs needed today. The major shift in thinking about sampling design is motivated 
by the desire to address more accuracy objectives, in essence going beyond the analyses provided by the 
error matrix.  Some of these additional objectives require collecting reference data for areas larger than a 
pixel or polygon, and may require data for substantially larger assessment units such as watersheds or 10 km 
by 10 km blocks.  The sampling design must now accommodate selection of these multiple size assessment 
units.  Multi-stage cluster sampling is ideally suited to this purpose because it is structured for sampling 
different size units in a nested manner.  However, many practical details remain to be worked out regarding 
cost effective, efficient ways to implement these multi-stage designs. Other interesting areas for which we 
can expect new developments would be sampling designs for assessing accuracy of quantitative outputs, and 
in the bigger framework, sampling designs that serve the dual purpose of assessing accuracy of land-cover 
maps in an earth surface monitoring framework. 
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