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Abstract 
Uncertainty assessment in soil information has been well served by the geostatistical 
community. Mathematical techniques based on kriging theory allow for spatial autocorrelation 
of soil measurements to be characterised in a semi-variogram, and then conditionally 
simulated, providing spatial realisations of soil properties of interest. However, in some 
countries with a particularly diverse landscape and a poor network of soil samples, data 
measurements are simply too sparse for this approach to be used, especially in a national-
scale database. This is the case for New Zealand where soil surveys are based on soil–
landform relationships, producing polygonal rather than raster data. An alternative, cruder 
approach is needed for characterising uncertainty that relies upon a cohort of very 
experienced pedologists. This paper describes how uncertainty information has been 
incorporated in the design of S-map, New Zealand’s new national spatial soils database. These 
uncertainty data are primarily derived from expert knowledge due to the lack of other sources. 
Some tools have been written in Python to access this uncertainty information and create 
randomly simulated spatial realisations for a variety of soil properties. 
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1 Introduction 

1.1 Soil maps in NZ 
New Zealand has a large accumulation of soil data in the form of soil maps acquired over the 
last 70 years. Most soil maps in New Zealand have been made under guidelines defined in Soil 
Survey Method (Taylor and Pohlen, 1970). The soil maps are all vector layers composed of 
polygonal map units. Individual map units are defined as delineations where at least 85% of 
the area contains soils conforming to the definition of a single soil type. Compound map units 
comprise more than one named soil type. Unhappily, this standard of map purity has rarely 
been attained. Studies have shown that there is considerable variability in soil properties and 
soil types within soil map units on alluvial plains in New Zealand (Adams and Wilde, 1976; 
Karageorgis, 1980; Di and Kemp, 1989; Webb et al., 2000). In the USA, where map units 
were based on the same principles of purity, Brubaker and Hallmark (1991) list a number of 
studies where taxonomic purity levels were found to be around 50% or less. In general, 
knowledge of soil variability gained in the course of soil surveys has not been captured on the 
resulting soil maps and reports. Most map units are simply described as being represented by a 
typical or modal profile, leaving the user with no information on soil variability. Rogowski and 
Wolf (1994) believed that, in relation to using soil data in models, the lack of data on 
variability was “perhaps the most serious limitation of the current soil survey process”. 
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New Zealand’s current national soil map is contained within New Zealand Land Resource 
Inventory (NZLRI) (Newsome, 1992), which has recently been enhanced by the addition of 15 
soil properties collectively known as the fundamental soil layers (FSL) (Wilde et al., 2000). 
The NZLRI was originally compiled at a scale of 1:63 360 from a range of soil maps, mostly 
pre-dating 1979. This required simplification of more-detailed survey polygons; consequently 
it does not contain the best available linework. In some areas the only source of information is 
the General Soil Survey maps of New Zealand (1:253 440 scale). Variability information is 
limited to identifying two component soils in any map unit. No confidence or reliability 
information is provided. Confidence and variability information is supplied with the FSLs but 
again the best available knowledge is not accessible due to the use of predefined classes. 

S-map – a new spatial soil database for New Zealand – represents the response of Landcare 
Research in addressing a changing need for quantitative soil data, that is the best available, and 
includes information on soil variability and data uncertainty. It is a challenge to provide this 
uncertainty information in a format that is useful given very limited field knowledge and data. 

1.2 Design of S-map 
S-map soil data are polygon-based despite much attention in the literature to modelling of soil 
attribute surfaces (Moore et al., 1993, Burrough et al., 1997). We recognise the power of 
statistical interpolation techniques and their importance, and are designing S-map to underpin 
such techniques. A polygon base is required for the following reasons. First, point data are 
limited at a national scale and are of a sampling density that will not allow generation of high-
resolution surfaces by analysis of point data alone. Furthermore, the sample network is biased 
and very patchy spatially. Second, there is much useful polygon-based information contained 
within existing hard-copy soil survey reports, and as expert knowledge, that needs to be made 
available for digital analysis. Third, the use of polygons operationally suits the description of 
many landforms in New Zealand that have relatively well-defined boundaries but contain high 
soil variability, for example variable-aged fans and terraces. 

1.2.1 Soil correlation 
The classification concept in S-map focuses on the practical performance or utility of the soil. 
Soils will be correlated across New Zealand according to “families” and “siblings”. Soil 
entities, defined in the database, must be identified as belonging to one family and one sibling. 
A family is defined as any unique combination of subgroup (as defined by the existing NZ Soil 
Classification system (Hewitt, 1998)) and specified soilforms (Clayden and Webb, 1994). The 
latter includes parent material, texture group and permeability (some parent material and 
texture categories have been aggregated). 

Families are subdivided into siblings on the basis of any unique combination of classes of 
drainage, stoniness, depth, and texture. Each sibling is associated with a set of up to five 
functional horizons (FH) defined in terms of stoniness, texture, consistence and ped size 
(modified from Webb 2003). 

1.2.2 S-map property layers 
S-map thematic data are divided into four types: correlation properties, base properties, 
derived properties, and interpretations. Correlation properties (i.e. family and sibling criteria) 
are used to identify each soil in terms of the soil taxonomic class that best describes the modal 
characteristics of the soil. Base properties are described according to the known ranges of these 
attributes – as opposed to being constrained by predefined classification categories. These 
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ranges might be narrower or wider than the predefined classes. Correlation and base properties 
are attributes in database tables that are linked to soil entities in the soil polygons. Both are 
manually specified from expert knowledge and/or field observations. 

Derived properties and interpretations are represented as spatial layers (vector or raster) that 
result from the combination of soil properties and other spatial layers. Derived layers can be 
generated automatically and their derivation method is recorded as a model. This model can 
take any form including a rulebase, a statistical metric based on measured data, a pedotransfer 
function, or a lookup table. 

2 Modelling soil variability and uncertainty 

2.1 Variability 
One of the key design principles of S-map (Lilburne et al., 2004) was that it should incorporate 
knowledge of map unit variability and uncertainty. Known soil variability within a polygon 
(map unit) is primarily described by listing the siblings that are likely to be found in it. Map 
units can contain up to five siblings. The likely proportion of each sibling is given. Siblings 
estimated as making up less than 10% of a map unit will not be listed. 

Information on variability of taxonomic properties (qualitative information) is described on the 
basis of alternative categories. Information on variability of base properties (quantitative 
information) within a sibling is described in the form of probability distribution functions 
(pdf). Each pdf will describe the likely distribution of attribute values within the sibling part of 
the given map unit. Each sibling has pdfs for each profile property and each FH property. 
Ranges of properties are sometimes based on the range encompassed by the taxonomic 
definition of the sibling. For example a stony FH has a taxonomic range of 5 to 35% stones. 
These defaults should be overridden wherever there is knowledge that the properties of a 
polygon, or group of polygons, are either less or more precise than the sibling default. 

Best available expert knowledge and observed or measured data will be used to specify the 
pdfs for the base properties. Most pdfs will be specified using a triangular distribution (min, 
mode and max) or a uniform distribution (min, max). Alternatively, if data are available, a 
normal, lognormal, or beta function can be used. An additional combination pdf termed a 
duplex function was also found to be very useful. This combines a triangular or uniform 
distribution with a single-valued discrete pdf for the minimum or maximum value. For 
example, soil depth in S-map is only described to a maximum depth of 100 cm. A deep soil 
might vary from 80 cm to over 100 cm, so this can be represented as a duplex(100, 0.6, 80 
100) which means a 0.6 probability of being 100 cm (or more), or 0.4 probability of ranging 
uniformly between 80 and 100 (Figure 1). 
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Figure 1 Representation of a ‘duplex’ pdf. 

2.2 Uncertainty 
S-map provides for a description of soil variability but there is still the issue of how certain or 
accurate this information is. S-map allows estimates of uncertainty and error to be recorded in 
the following ways: 

• Confidence of taxonomic classification in each correlation property 
• Possible alternative taxonomic classifications 
• Confidence in the base property data 
• Confidence in the proportion of each sibling 
• Model error 

The qualitative confidence ratings indicate whether the correlation classification (or base 
property pdf) is based on a reasonable number of auger and pit observations, is poorly 
sampled, or not sampled at all. Where classification is uncertain, this is expressed for each 
level in the classification and the most likely alternatives can be specified, along with a 
probability. 

Reliability in the stated proportion of each sibling is determined by landscape predictability 
and survey quality, i.e. observation density and linework/registration quality. For example, in a 
well-sampled area with straightforward landscape–soil relationships, and with high quality and 
detailed mapwork (code ‘H’), a polygon with just one listed soil might be expected to be found 
in at least 80% of that polygon, whereas in a lower-quality survey (code ‘L’) the soil may only 
be found in 60% of the polygon. 

In the case of the derived and interpreted soil information, variability and uncertainty 
information can be estimated using model goodness-of-fit or evaluation statistics, and/or error 
propagation. Figure 2 summarises the different types of data in S-map and how variability and 
error is represented for each. 
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Figure 2 Representation of uncertainty for the different types of data in S-map. 

2.3 Implementation 
The NZLRI and FSLs are both implemented as a polygon layer and single-associated-attribute 
table. S-map is a considerably more complex design with polygons having up to five siblings 
and each sibling having up to six FHs, and each FH having a set of pdfs to describe the base 
soil properties. Instead of one attribute table there are now ten tables (excluding simple lookup 
tables). There are also considerably more fields. Quantitative Data has five fields (pdf type and 
up to four pdf parameters). Qualitative Data has a field in which alternatives and their 
associated probability can be listed. In addition, each of the 12 correlation and 17 base 
property attribute/pdfs has a confidence field. For a simple map unit with just two siblings, 
each with say three FHs, there are 60 confidence- or error-related fields. This makes the S-map 
database considerably larger than the existing soil database. 

We found that the multiple 1:many relationships were best handled in an ArcSDE (SQL 
server) database rather than in some of the other ESRI formats. Extensive use of customised 
database views is made to provide access to the full database structure. Database views also 
allow complex symbolisation and labelling of polygons. Figure 3 shows the list of siblings and 
their expected areal proportion. Figure 4 includes some of the uncertainty information. A user 
interface is being built to facilitate use of these views. 
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Figure 3 Illustration of map unit labelling from S-map. 

 
Figure 4 Illustration of some of the uncertainty information (confidence and alternative NZSC codes). 
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3 Simulating soil variability  
One of the design objectives of S-map was to develop a soil database platform suitable for 
quantitative modelling. By providing soil property information in the form of pdfs, random 
sampling techniques can be used to generate multiple realisations of any soil property map. 
These multiple realisations can then be used in a Monte Carlo approach to estimating 
uncertainty of model results. 

While there are a number of sophisticated tools for creating multiple spatial realisations of 
raster layers given a geostatistical description of variability (Pebesma and Wesseling, 1998; 
Deutsch and Journel, 1992), tools for generating multiple realisations of vector layers are less 
well developed. There are some aspatial tools available for generating values from a given pdf 
(SimLab, 2000; Vose, 1996), but these tools are not readily available for use in a GIS 
environment. The much-enhanced programming and scripting tools that are now available with 
ArcGIS 9.1 allow for sampling routines to be directly integrated and accessible from the GIS. 
We have developed a Python module called ‘montecarlo’. This contains functions to generate 
a random value given a pdf. These functions are called by tools in a new ArcGIS toolbox that 
is currently being developed. These tools manage the process of looping through each soil 
polygon in an area of interest, retrieving the pdf data of the soil property of interest and 
generating a random value for that polygon, and finally to output a realisation of a spatial layer 
of the specified soil property. This procedure is repeated to produce a set of spatial realisations 
(Figure 5). Categorical layers can also be simulated given some data on the likely alternative 
categories. 

 

 
Figure 5 Set of three realisations of carbon content (%). 

So far Monte Carlo tools have been developed for the FSL soil data and are nearly complete 
for S-map data. The toolbox could be further extended, given the interoperability of the 
ArcObjects software development environment, to link in geostatistical libraries containing 
functions for generating realisations using geostatistical techniques. 

By generating multiple realisations of the base properties, variability information can be 
calculated for the derived layers. For example, the derived layer ‘water holding capacity’ 
(WHC) is calculated from [3 × number of FHs × number of siblings] base soil properties. The 
variability of WHC in each polygon can be estimated by running the WHC model with random 
realisations of each of the base properties as inputs. 
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4 Discussion 
S-map relies heavily upon pedological knowledge. New Zealand is fortunate to have a team of 
pedologists with considerable fieldwork experience undertaken over several decades. It is 
important to record this knowledge before it is lost due to retirement of key personnel. This 
expert knowledge is essential due to the complexity of the New Zealand landscape and the 
very sparse network of soil samples. 

The S-map design, developed over the last few years, has been refined as pedologists entered 
the data for ten or so test areas. One of the challenges is that the design needs to cope with 
lowland soils that are mapped using traditional soil survey techniques and for which much is 
known, as well as upland soils that are derived from new techniques using landform analysis 
of DEMs (Schmidt and Hewitt, 2004; Schmidt et al., 2005) and for which limited point data is 
available. The latter will be less precisely and accurately defined than the former. 

Reaction to S-map by the pedologists tasked with entering data into S-map has been mixed. On 
the one hand there is a large amount of data entry and a very steep learning curve, which 
includes pdfs and a significant conceptual change from map units to siblings. On the other 
hand, the design is proving to be reasonably flexible allowing pedologists to record either as 
much or as little as they know about their soils and landscape. The prior databases were quite 
constraining in what soil information could be recorded. Entering information to describe the 
reliability of the data is supported. In the words of one: “I can now be honest about what I 
know”. Of course there is a risk that once all the variability and uncertainty of each soil is 
described, soils will all look much the same so that effectively nothing useful can be said about 
individual soils on account of high levels of uncertainty. This risk is particularly of concern 
where error propagation techniques are used to derive uncertainty ranges. 

Despite efforts to have clearly defined categories and rules for the uncertainty-related 
information, there has been some variation in the way individuals have interpreted these. The 
various categorical confidence codes are not particularly useful in a quantitative sense, but 
they do at least record the source of the estimate. It is then an easy task to report on the 
reliability of the database, or to extract from the database all of the polygons with very low 
reliability in order to identify high-priority areas for resurvey. The pdfs provide good 
quantitative information but are not simple to use. We intend to make the information more 
accessible to users by providing database views to hide some of the complexity, and some 
simulation tools to generate map realisations that can be used in simple Monte Carlo 
uncertainty analyses of models, e.g. of soil pedotransfer functions. This means that model 
outputs or derived soil data can now be provided with estimates of the range or distribution of 
likely values. The realisations of soil maps can also be used in spatial-sensitivity analyses of 
models. 

4.1 Limitations 
Performance (i.e. speed) of the tools is disappointing. Generating thousands of realisations of 
layers with a large number of polygons would be unacceptable. However, it is expected that 
this could be improved by rewriting the toolbox routines in a .NET language. 

The design of S-map and development of simulation tools does not attempt to directly 
represent spatial uncertainty. Fuzzy concepts would allow for a more realistic representation of 
the spatial variation of some soil properties (Burrough and Frank, 1996; Burrough and 
McDonnell, 1998). Buffering and other techniques are available to simulate the spatial 
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uncertainty of polygon boundaries (e.g. Shi and Liu, 2000). However, this is a level of 
complexity that we believe is not appropriate for a national soil database based on a very 
limited soil sampling network. 

Another limitation is the current lack of provision in S-map for information on autocorrelation 
or correlation between attributes. Some soil properties are correlated but there is insufficient 
field information or expert knowledge available to include this in S-map at the sibling or 
family level. It may be appropriate to include correlation rules at a higher level. Some soil 
properties are constrained, e.g. proportion of textures must sum to 100, sum of horizon 
thicknesses must fit profile depth and be no greater than 100 cm. One alternative may be to 
derive a set of constraints that can be used to test and potentially discard realisations that are 
impossible or unlikely. 

5 Conclusions 
A new national-scale soil database called S-map is being developed for New Zealand. One of 
the key aims is to provide information on soil variability and uncertainty despite having a 
limited network of soil samples. An expert-knowledge approach has been used to record 
information on the confidence of classification and base property attributes, the variation of 
soils in a polygon and their proportional reliability, and the range of values of key soil 
properties. Some tools have been written in Python that access this uncertainty information and 
create randomly simulated spatial realisations of a variety of soil properties. The expert 
approach, while not as robust as other more advanced techniques, is practical and produces 
uncertainty information that can be applied quantitatively as well as qualitatively. 
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