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Abstract 
Most existing approaches for spatial uncertainty visualization are concerned with the 
depiction of local or per-pixel uncertainty measures, such as standard errors of attribute 
prediction in a spatial interpolation setting or posterior probabilities of class occurrence in a 
classification setting. Most vision operations, however, are pattern-detection endeavors, which 
are by definition multi-pixel in nature. Consequently, per-pixel uncertainty measures cannot 
adequately characterize uncertainty in the outcomes of vision operations applied on maps. To 
overcome the above limitations, a formal quantitative framework for the visualization of 
spatial uncertainty is advocated, building on an analogy from engineering systems. A system is 
a model of some aspect or process of the real world, often approximated by a set of 
mathematical equations, which is excited by a set of inputs to produce a set of outputs or 
model predictions. In a similar fashion, a map user can be viewed as a system: his or her 
visual perception and cognition are extremely complex operations that via map analyses lead 
to decisions and actions. In analogy with engineering systems, quantification of the impact of 
an uncertain input map on vision-related tasks requires that these tasks be applied to a set of 
alternative input maps, all of which are processed by the user to arrive at a set of possible 
analysis results. The proposed framework can thus be seen as a two-step data mining 
endeavor: (i) exploration of the attribute uncertainty model via stochastic simulation by 
generating alternative, synthetic, attribute realizations, and (ii) exploration the outputs of 
early-vision operations applied on this set of realizations in meaningful ways that enable the 
user to distill the uncertainty in these outputs. 

Keywords: spatial uncertainty assessment, geostatistical simulation, early-vision operations, 
image segmentation 

1 Introduction 
Uncertainty is endemic in spatial data due to the imperfect means of recording, processing, and 
representing spatial information (Zhang and Goodchild, 2002). The characterization (modeling 
and portrayal) of spatial uncertainty, as well as its propagation to geographical modeling and 
its impact on decision-making, has been long identified as a critical research priority in 
Geographic Information Science (GIScience), e.g., UCGIS (1996). To address these research 
priorities, a rigorous quantitative framework for spatial data uncertainty assessment is 
required; early calls for such a framework naturally advocated the use of statistical and 
probabilistic concepts, e.g., Goodchild et al. (1994). 

Stochastic interpolation methods, e.g., variants of Kriging, have been increasingly adopted for 
map construction of continuous variables within the field-based representation of spatial data. 
Such methods provide an optimal (in the least squares sense) prediction for the unknown 
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attribute value at any location along with a measure of its reliability, e.g., its standard error 
(Chilès and Delfiner, 1999). Along similar lines, probabilities of class occurence have been 
increasingly reported along class label retained at each pixel of a remotely sensed image. The 
availability of such additional information prompted research on appropriate cartographic 
means for its effective representation and communication to map users. Given measures of 
uncertainty attached to any map location or feature (be it positional or attribute uncertainty), 
early cartographic work on uncertainty portrayal focused on the adaptation of Bertin’s visual 
variables, namely, location, size, value, shape, texture, color and orientation for mapping this 
new spatial information. These variables, along with additional ones such as color saturation, 
have been subsequently used in the context of static verity visualization, i.e., the simultaneous 
depiction of the original map product and its accompanying uncertainty (MacEachren, 1992; 
Buttenfield, 1993; McGranaghan, 1993; Howard and MacEachren, 1996; Pang et al., 1997, 
van der Wel et al., 1998; Hengl et al., 2004). Dynamic displays of uncertain spatial 
information have also been developed based on animation principles, whereby the map display 
is alternating between the data and uncertainty layers (Fisher, 1993; Fisher, 1994, Howard and 
MacEachren, 1996). The above efforts identified and developed appropriate cartographic 
techniques for graphically conveying spatial uncertainty in map products. No systematic 
framework exists, however, for a quantitative evaluation of the impact of uncertain maps on 
visual and cognitive operations and consequent decision-making (MacEachran et al., 2005). 

To contribute towards the development of such a framework, a quantitative approach for the 
visualization of spatial uncertainty is advocated in this paper, building on an analogy from 
engineering systems (Helton, 1993). A system is a model of some aspect or process of the real 
world, often approximated by a set of mathematical equations. The system is excited by a set 
of inputs to produce a set of outputs or model predictions. In a similar fashion, a map user can 
be viewed as a system: his or her visual perception and cognition are extremely complex 
operations (typically non-linear and multi-resolution) that lead to various outcomes or 
decisions depending on the level of training, the conditions of interaction with the map, and 
purpose of map analysis. In this spatial metaphor of an engineering system, the input is the 
map product and the output is the spatial analysis, decision, or action based on that map. In 
analogy with engineering systems, quantification of the impact of an uncertain input map on 
vision-related tasks requires that these tasks be applied on a set of alternative attribute maps, 
all of which are processed by the user to arrive at a set of potential answers. 

The generation of such alternative attribute maps is acomplished via the geostatistical 
paradigm of spatial stochastic simulation. Geostatistical simulation is a multivariate extension 
of traditional Monte Carlo simulation, widely used in environmental modeling for 
characterizing model output uncertainty due to input parameter uncertainty (Morgan and 
Henrion, 1990). In GIScience, Monte Carlo simulation (accounting or not for local 
measurements) has been typically applied in the context of error propagation (Heuvelink et al., 
1989; Haining and Arbia, 1993; Veregin, 1997, Heuvelink, 1998, Arbia et al., 1999, de Genst 
et al., 2001, Canters et al., 2002), and not in a formal context of uncertainty visualization. 
Notable exceptions include the work of Fisher (1991), Ehlschlaeger et al. (1997), Davis and 
Keller (1997), and Bastin et al. (2001). None of these latter efforts, however, capitalized on the 
engineering systems analogy outlined above and its application to visual processing. In 
addition, the stochastic models employed in these latter approaches cannot reproduce complex 
spatial patterns or attribute measurements at their sampling locations, and are computationally 
prohibitive for large grids. The stochastic simulation approach advocated in this paper 
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overcomes these shortcomings by allowing for: (i) reproducing complex spatial patterns, (ii) 
considering very large grids, and (iii) conditioning to local sample data,. 

Computer vision algorithms for image segmentation are adopted in this work as proxies for 
early- and mid-level vision operations (Shapiro and Stockman, 2001; Forsyth and Ponce, 
2002). Such vision proxies are then applied on the set of simulated attribute realizations to 
produce segmented images, whose object characteristics, e.g., size and shape of connected 
regions, are displayed and analyzed. This guided use of simulated attribute realizations goes 
beyond existing applications of stochastic simulation for uncertainty visualization, which are 
typicaly limited to just a visual display of such realizations, or to the depiction of per-pixel 
summary statistics (mean, variance, or selected quantiles) of the PDF of simulated attribute 
values at each pixel (Srivastava, 1994). Notable exceptions to this practice are the work of Kao 
et al. (2001), who also proposed the display of characteristics of objects derived from 
individual realizations of continuous spatial attributes, and the work of Bordoloi et al. (2004), 
who proposed the clustering of similar attribute realizations; both of these works, however, 
were not cast in a formal systems framework. 

In summary, the advocated approach for spatial uncertainty visualization can be viewed as a 
two-step data mining endeavor: (i) exloration of an attribute uncertainty model via alternative 
attribute realizations generated using geostatistical simulation, and (ii) exploration of the 
outcomes of early- and mid-level vision operations applied on this set of attribute realizations. 
In what follows, a vision operation system is formally defined in Section 2, the exploration of 
the attribute uncertainty model is presented in Section 3, and the exploration of the outcomes 
of proxies of vision operations is briefly addressed in Section 4. A simple example is presented 
in Section 5 to illustrate the concepts set forth in this paper, and Section 6 offers some 
discussion and conclusions. 

2 Defining a visual operation system 

Let the true unknown map be denoted by a ( )1×N  vector true true , 1, ,⎡ ⎤= =⎣ ⎦K
T

ny n Ny  

containing attribute values at N sampling units. In this work, we consider the case of 
continuous attributes, whose sampling units are points and comprise the N grid nodes 

{ }, 1, ,= Kn n Nu  of a regular raster, with nu  being the coordinate vector of the n-th node; 
true
ny  is thus the true attribute value at that node. The concepts presented hereafter, however, 

can be extended to the case of categorical measurements, such as soil types or land cover 
classes, and to other sampling units, such as polygons corresponding to census tracts. 

We encode the output trueo  of a vision operation applied on the true map truey  as: 

( )trueφ=trueo y  (1) 

where: 

( )φ •  – denotes a function (a possibly non-deterministic, non-linear and non-monotonic 

map transformation) modelling that vision operation; for notational simplicity, ( )φ •  is not 

linked via some index to a particular user or map interaction environment. 
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Two general cases can be distinguished, depending on how many attribute values serve as 
inputs to the operator ( )φ • : (i) single input (single-node) or local operations, and (ii) multi-

input (multi-node) or neighborhood operations (Heuvelink, 1998). In the first case, the output 
is a map of the same dimensions as the input one, with a (possibly complex) one-to-one 
correspondence between input and output elements. In the second case, the output can be a 
map of the same dimensions as the input one, e.g., in the case of convolution, a set of objects, 
e.g., in the case of image segmentation, or even a single number, e.g., the regional attribute 
mean over the study area. Vision is concerned with spatial patterns, i.e., the arrangement of 
attribute values at groups of nodes, hence single-node operations are rather irrelevant for most 
visualization purposes. 

When the input map is uncertain, the user does not have access to the true map truey  but to an 

observational version of it obsy . Consequently, a vision operation outcome based on the 

observed map obsy  is also not the true one trueo , but its observational version obso . In a 
probabilistic setting, the observations are regarded as realizations of a set of random variables 
(RVs). This entails that the observed outcomes of the vision operation are also realizations of a 
set of RVs, due to the functional link ( )φ • . The objective then becomes the quantitative 

assessment of uncertainty in vision operation outcomes due to an uncertain input map. Such a 
task requires a formal model of attribute uncertainty, which is typically encoded in a multi-
variate (multi-node) probability density function (PDF) ( )fθ y , where subscript θ  denotes a 

vector of distribution parameter values. The uncertainty in the visual operation outcome is also 
generallly encoded by a multi-variate PDF ( )g o , which is again linked to ( )fθ y  via the 

Jacobian of the transformation function ( )φ • . In general, however, it is very difficult to 

parametrize this link analytically due to the complex, e.g., non-linear, form of ( )φ • , which 

also renders the parametrization of the output PDF ( )g o  nearly impossible (Morgan and 

Henrion, 1990), hence the lack of a parameter vector subscript from that PDF. 

Most existing verity visualization techniques for the visualization of spatial uncertainty utilize 
only some limited aspects of the multi-variate attribute PDF ( )fθ y . It is typical, for example, 

to collapse that PDF into a series of marginal (single-node) PDFs as: ( ){ }1
n nf y n N=θ K, , , , 

where nθ  denotes a distribution parameter vector specific to the n-th node nu . In a spatial 

interpolation setting, for example, ( )
n nf yθ  could denote a Gaussian attribute distribution at 

node nu , with nθ  consisting of the local Kriging mean and variance. In a classification 

setting, ( )
n nf yθ  could denote the probabilties of class occurrence at pixel nu , with nθ  

being an empty vector. Unfortunately, a series of marginal PDFs ( ){ }1
n nf y n N=θ K, , ,  can 

only be used to assess the uncertainty in single-input (local) functions ( )φ • , whose role in 

visualization is rather limited. 
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On the contrary, most visual operations are multi-point functions, since they are applied on a 
groups of attribute values at multiple nodes. In other words, visualization is concerned with 
pattern exploration and recognition (MacEachren and Ganter, 1990). Consequently, the 

information carried by a series of marginal PDFs ( ){ }1
n nf y n N=θ K, , ,  does not suffice to 

adequately characterize the effect of attribute uncertainty on the uncertainty of visual operation 
outcomes. What is missing is the effect of attribute interactions (spatial auto-correlation), 
which is only encoded in a formal multivariate PDF ( )fθ y . Such interactions can be critical, 

particularly for a very complex visual operation ( )φ • . 

Due to the complexity of the vision operation ( )φ •  which often renders the output PDF 

( )g o  analytically intractable, the prefered method for constructing that PDF is Monte Carlo 

(MC) simulation. In this setting, MC simulation for uncertainty propagation amounts to 
generating alternative attribute realizations, and applying the visual operation on each of these 
realizations to build a set of alternative operation outcomes; the distribution of these outcomes 
constitutes an approximation to the PDF ( )g o . In an uncertainty visualization context, the 

above procedure can be seen as a two-step data mining endeavor: (i) exploration of the 
attribute uncertainty model ( )fθ y  by generating samples or realizations from it, and (ii) 

exploration of the outputs resulting from the application of the visual operation ( )φ •  on each 

of these attribute realizations. 

3 Exploring the attribute uncertainty model 

Let , 1, ,= =⎡ ⎤⎣ ⎦K
T

ny n Ny  denote a ( )1×N  random vector, whose component RVs model 

attribute uncertainty at a set of regular grid nodes. Let 1 T
n n Nµ= =⎡ ⎤⎣ ⎦µ K, , ,  denote a 

( )1×N  mean vector with µn  being the expected value of the n-th RV at node nu , and 

1 1' , , , , ' , ,σ= = =⎡ ⎤⎣ ⎦K Knn n N n NΣ  denote a ( )×N N  symmetric covariance matrix with 

'σ nn  being the covariance value between two grid nodes nu  and 'nu . In this work, we assume 
that the random vector y follows a multivariate Gaussian distribution with mean µ  and 

covariance Σ , i.e., ( )Gy µ Σ, . In addition, matrix Σ  is assumed to be populated using a 

stationary covariance function ( )σY h , hence ' ' '( ) ( )σ σ σ= = −nn Y nn Y n nh u u ; for 

simplicity, we also assume that the mean vector is a vector of N  zeros = Nµ 0 . The 
objective of unconditional stochastic simulation is then to generate (simulate) alternative 
realizations of attribute values at the N grid nodes; that is, in this case to generate a set of, say, 
L simulated vectors, stored in the columns of a ( )×N L  matrix 1, , ,= =⎡ ⎤⎣ ⎦Kl l LY y , from 

the multivariate distribution ( )G µ Σ, . When non-Gaussian realizations are required, one can 

transform the entries of each simulated vector ly  via a quantile look-up table so that they 
follow a non-Gaussian marginal distribution; for details, see Chilès and Delfiner (1999).  
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In what follows, we adopt a simulation method, which, when coupled with regular grids, 
allows generating attribute values at a very large number of grid nodes. More precisely, we 

consider a larger ( )1×M  random vector , 1, ,= =⎡ ⎤⎣ ⎦% K
T

my m My  with 2=M N ; M need 

not be as large as 2N, however, depending on the range ( )σY h  of the covariance model 

adopted (Dietrich and Newsam, 1997). The component RVs of vector %y  are defined on a set 

of M  regular grid nodes { }, 1, ,= Km m Mu  which are now arranged on a torus. Vector %y  

follows a multivariate Gaussian distribution with ( )1×M  mean vector M=µ 0%  and 

( )×M M  covariance matrix 1 1' , , , , ' , ,σ= = =⎡ ⎤⎣ ⎦% K Kmm m M m MΣ . Our objective then 

becomes that of generating simulated vectors from ( )G µ Σ%%, . What distinguishes this case 

from the previous one, however, is the particular structure of the covariance matrix %Σ , due to 
the toroidal geometry of the grid and the stationary covariance model ( )σY h . In particular, 

matrix %Σ  is a circulant matrix in 1D, and a block circulant matrix in higher dimensions. A 

circulant matrix %Σ  is completely characterized by its first column ( )1 1 1, , , '= ==
K

%%
m M mσ Σ , in the 

1D case; in higher dimensions one needs to consider the first block column (Davis, 1994). This 
entails that storage requirements are minimal, since one need only construct and store the 

( )1×M  vector 1%σ  instead of the entire ( )×M M  matrix %Σ . 

Let , 1, ,= =⎡ ⎤⎣ ⎦% K
T

mw m Mw  denote a ( )1×M  standard Gaussian random vector, whose 

component RVs are pair-wise uncorrelated, i.e., ( ),% M MGw 0 I  where MI  denotes the 

( )×M M  identity matrix. If one considers the transformation 1 2/= %% %y Σ w , where 1 2/%Σ  is a 

( )×M M  symmetric matrix with 1 2 1 2/ / =% % %Σ Σ Σ , the resulting vector %y  has the desired 

covariance, since: { } { } { }1 2 1 2 1 2 1 2 1 2 1 2/ / / / / /= = = =% % % % % % %% % % % % %T T T
ME E Eyy Σ ww Σ Σ ww Σ Σ I Σ Σ . 

Matrix 1 2/%Σ  is called the square root of the covariance matrix %Σ , and (provided %Σ  is 

positive definite) is given by its spectral decomposition (Davis, 1994): 1 2 1 2/ /=% % HΣ FE F , 

where F  is the ( )×M M  unitary and Hermitian Fourier matrix, with HF  denoting its 

conjugate transpose; the columns of F  are the eigenvectors of %Σ , and 1/ 2%E  is a ( )×M M  

diagonal matrix, ( )1/ 2 1/ 2diag=% %E e , with 1/ 2 , 1, ,⎡ ⎤= =⎣ ⎦% % K
T

me m Me  denoting the 

( )1×M  vector containing the square roots of the eigenvalues of %Σ . The eigenvalues vector 
1/ 2%e  can be computed via the Discrete Fourier Transform (DFT) of the first column 1%σ  of 

matrix %Σ  as (Davis, 1994): ( )
1/ 2 1/ 21/ 2

1 1
⎡ ⎤ ⎡ ⎤= =⎣ ⎦ ⎣ ⎦F% % %HM Me F σ σ , where ( )1%σF  
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denotes the DFT of vector 1%σ  and is computed very efficiently via the Fast Fourier Transform 

(FFT) without storing all the entries of matrix HF . 

Simulation from a multivariate Gaussian distribution ( )G µ Σ%%,  then amounts to generating a 

vector ly%  as (Dietrich and Newsam, 1997): 

( )( ) ( ) ( )
1/ 21/ 2 1/ 2 1

1diag − ⎛ ⎞⎡ ⎤= = = ⎜ ⎟⎣ ⎦⎝ ⎠
% %% % % % %H

l l l lMy Σ w F e F w σ wF F F  (2) 

where: 

( )v-1F  – denotes the inverse DFT (IDFT) of an arbitrary vector v , which is again 

computed very efficiently via the inverse FFT; symbol denotes element-by-element 
multiplication. 

In summary, unconditional simulation via the spectral decomposition method proceeds by: (i) 
generating a simulated vector % lw  of standard Gaussian deviates, (ii) obtaining a correlated 

Gaussian realization as 1/ 2= %% %l ly Σ w  using equation 2, and (iii) extracting a simulated vector 

ly at the original N simulation grid nodes (and adding the mean component µ ). Multiple 
alternative realizations can be obtained by repeating the above steps L times, yielding L 
samples from ( ),G µ Σ . The method is also known as moving average simulation via spectral 

convolution, and can efficiently handle very large simulation grids; for more details the reader 
is refered to (Dietrich and Newsam, 1997). 

Consider now the case of a K measurements of attribute Z arranged in a ( )1×K  vector 

1, , ,= =⎡ ⎤⎣ ⎦K
T

kd k Kd , where kd  denotes the measured value at the k-th sample location 

with coordinate vector ks . We assume that measurements are made at points and their 

sampling locations coincide with some of the simulation grid nodes; typically K N . 

Consequently, the data and unknowns are related as =d Ay , where A  denotes a ( )×K N  

sparse matrix whose k-th row has a single non-zero entry at the corresponding grid node where 
the k-th datum kd  was collected. The objective of conditional simulation is then to generate 

alternative realizations from the conditional Gaussian distribution ( )| |,G d dµ Σ , where |dµ  

denotes the ( )1×N  conditional mean vector at the N grid nodes and |dΣ  denotes the 

( )×N N  conditional covariance matrix between all grid node pairs. A conditionally 

simulated vector c
ly , i.e., a sample from ( )| |,G d dµ Σ , can be obtained from an 

unconditionally simulated vector ly  as (Chilès and Delfiner, 1999): 

( ) ( )
1−

= − −c T T
l l ly y ΣA AΣA Ay d  (3) 
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where: 
TAΣA  – is a ( )×K K

 matrix of covariance values between pairs of sample locations, 
TΣA  – is a ( )×N K

 matrix of covariance values between pairs of simulation and 
sample locations, 

lAy  – is a ( )1×K  vector of simulated data values at the sample locations. 

The procedure described in equation 3 is termed conditioning via simulation of Kriging error, 

since ( ) 1−T TΣA AΣA  is a ( )×N K  matrix of SK weights for all simulation locations. 

Multiple, alternative conditional realizations, stored in the columns of a ( )×N L  matrix 

1, , ,⎡ ⎤= =⎣ ⎦Kc c
l l LY y , can be efficiently generated by applying equation 3 to the L 

unconditional realizations (columns) of matrix Y , without re-computing the above Kriging 
weights matrix for each realization. 

The above conditional simulation procedure provides a means for exploring the attribute 
uncertainty model, i.e., for generating realizations from the multivariate distribution 

( )| |,G d dµ Σ , using Simple Random (SR) sampling. For an efficient exploration of this 

uncertainty model, however, one needs to generate a large number L of such conditional 

realizations, i.e., a matrix 1c c
l l L⎡ ⎤= =⎣ ⎦Y y K, , ,  with many columns. Moreover, all these 

realizations must be processed by the user’s visual system to arrive at a set of plausible 
analysis outcomes. Clearly, this represents a formidable task, both in terms of computer 
resources and human interaction time. A more efficient exploration of the attribute uncertainty 
model would call for the minimization of the probability of obtaining redundant or similar 
realizations, so as to reduce the associated computational and processing burden. A well-
known simulation method for efficient exploration of multivariate distributions is Latin 
hypercube (LH) sampling (McKay et al., 1979), a variant of stratified random sampling, which 
has been shown to reduce sampling variability in the statistics of model outputs computed 
from such realizations (Helton and Davis, 2003).  

In this work, we adopt the post-processing method of Stein (1987) for LH sampling of the 

attribute uncertainty model. More precisely, Stein’s method transforms a SR sample, here cY , 

to a LH sample, here denoted as 
) cY , by considering (the simulated values for) each RV one at 

a time, as: 

1− ⎛ ⎞−
= ⎜ ⎟

⎝ ⎠

)
c

c k k
k kF

L
r vy  (4) 

where: 
) c

ky  – is a ( )1×L
 vector with the LH sample at the k-th grid node ku , 

c
kr  – is a ( )1×L

 vector of ranks of the SR sample 
c
ky  at the k-th node, 
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kv  – is a ( )1×L
 vector of uniform deviates in 

0 1,⎡ ⎤⎣ ⎦ , independent of 
c
ky , 

( )1− •kF  – denotes the inverse cumulative distribution function (CDF) of the k-th RV; in 

this case, an inverse Gaussian CDF specified by the Kriging mean and variance at ku . 

Equation 4 entails that the LH sample 
) c

ky  at node ku  is constructed in a two-step procedure, 

by: (i) generating uniform random numbers in 0 1, /⎡ ⎤⎣ ⎦L , contained in the entries of vector 

/k Lv , within L probability strata of equal size 1/L; these strata boundaries are defined by the 

entries of term /c
k Lr , which lie in 0 1,⎡ ⎤⎣ ⎦  since the entries of c

kr  lie in 1,⎡ ⎤⎣ ⎦L , and (ii) 

transforming the vector of stratified probability values ( ) /−c
k k Lr v  into a vector of stratified 

attribute values 
) c

ky  via the spatially varying inverse CDF function ( )1− •kF . The monotonicity 

of the inverse CDF does not ruin the stratification of the simulated probabilities, and the final 

result is a LH sample vector 
) c

ky  with entries lying in attribute strata of equal probability. 

Spatial correlation in the columns of the LH sample matrix cY
)

 is (partially) inherited from the 

rank correlation in the columns of the SR sample matrix cY . Because LH sample values are 
randomly assigned within the various attribute strata, LH samples with few entries (small L) 
tend to exhibit less small-scale spatial correlation than that dictated by the covariance model 
(Pebesma and Heuvelink, 1999). 

4 Exploring the outcomes of early- and mid-level vision operators 
Having explored the attribute uncertainty model via efficient stochastic simulation, we now 
turn our attention to propagating that uncertainty to the user’s perceptive and cognitive 
functions. In all rigor, the accomplishment of this task in a systems framework requires the 
availability of a mathematical model of the brain and its visual and cognitive functions, based 
on biological, psychological, and neuroscientific principles. Efforts towards such a 
mathematical model are underway (Wandel, 1995; Wilson, 1999; Mallot, 2001; Dayan and 
Abbot, 2002), but there is no existing model that accurately characterizes the enormous 
complexity of the joint activity of neurons and its relation to human visual perception and 
cognition.  

Instead, we hereafter advocate the use of computer vision algorithms (Shapiro and Stockman, 
2001; Forsyth and Ponce, 2002) as quantitative proxies for early and mid-level human vision 
tasks. Edge detection (a low-level vision operation) and image segmentation (a mid-level 
vision operation identifying image components or subregions) can be performed on each 
simulated attribute realization using, for example, traditional gradient operators or 
morphological watershed segmentation (Gonzalez and Woods, 2002). Assessment of 
uncertainty regarding the outputs of such early- and mid-level vision operations can be 
accomplished by first applying the vision proxies on each simulated image, and then analyzing 
their outputs, e.g., determining the region and shape characteristics of the resulting objects. 
The joint distribution of all such outcomes provides a quantitative evaluation of the uncertainty 
in vision-related tasks due to the uncertainty input maps. 
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Consider, for example, the distribution of object areas resulting from simple thresholding of a 
continuous attribute map. Here, the p-th object is defined as the set of pN  connected pixels 

whose attribute values exceed a pre-defined cutoff value t. The area pa  of the p-th object is 

then simply computed as p pa qN= , where q  denotes the elemental area of any pixel. If P 

such objects result from the above thresholding operation, the PDF ( )f a  of their 

corresponding areas { }, 1, ,pa p P= K  is a measure of spatial pattern of the attribute map. 

When the attribute map is uncertain, both the number pN  of objects and the area associated 

with each object are unknown, hence the above PDF ( )f a  becomes uncertain. To assess the 

uncertainty in such a distribution, one needs to apply the same thresholding operation (using 

the same cutoff t) on the set of L simulated attribute maps { }, 1, ,c
l l L=y) K  to arrive at a set 

of L sets of object area PDFs ( ){ }, 1, ,lf a l L= K . The distribution of those PDFs is a 

measure of uncertainty in the spatial pattern resulting from the segmentation of an uncertain 
attribute map. 

There are numerous other region and shape descriptors for characterizing objects, such as 
perimeter length, compactness, chain codes and Fourier descriptors, to name but a few; for a 
comprehensive treatment of this subject from a computer vision perspective, the reader is 
refered to Shapiro and Stockman (2001). What is important to note is that these descriptors 
could be used in a complementary fashion for object characterization, but also be redundant. 
Consequently, one might be dealing with joint distributions of such descriptors, and hence the 
need for visually and quantitatively exploring the inter-relatioships between them as they are 
realized based on the set of simulated attribute maps. The above distributions pertain to global 
descriptors of spatial pattern, i.e., region and shape characteristics of objects over the entire 
study region. A spatially explicit portrayal of simulated patterns at each pixel nu  could 
involve the mean and variance (or the entire distribution) of the areas of connected objects 
passing through that pixel. In this way, one can visualize properties that involve attribute 
values at multiple pixels (Kao et al., 2001).  

Once a set of shape descriptors or features is built for each object, pattern recognition calls for 
the classification of such objects into meaningful information classes. Within the framework 
advocated in this paper, propagation of attribute uncertainty to the final results of pattern 
recognition would thus entail that the classification procedure be applied to each set of 
simulated objects and features. 

5 An illustrative example 
In what follows, we present a simple case study, based on synthetic data, to illustrate the 
concepts advocated in this work. More precisely, we consider the case of a continuous spatial 
attribute, whose 90000N =  values are arranged on a ( )300 300×  regular grid of unit 

spacing (see Figure 1A). Note that in all grey-scale images that follow, low attribute values are 
shown with light colors, median with grey colors, and high with dark colors. These attribute 
values were generated via the unconditional spectral simulation algorithm of equation 2, using 
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a unit sill, isotropic, exponential covariance model with effective range 50 distance units; the 
marginal distribution of these simulated reference attribute values is thus standard Gaussian. 
The reference attribute image was then segmented via simple thresholding, using a cutoff 

1t =  corresponding to the 85-th percentile of the marginal distribution of the reference 
attribute values; the resulting segmented reference image is shown in Figure 1B. Note that in 
all binary images that follow, white color indicates pixels whose attribute values are classified 
as being less than or equal to cutoff t, and black color indicates pixels whose attribute values 
are classified as being greater than t. 

 

 
Figure 1 Reference attribute image (A) and its segmented version (B). 

From this reference attribute image of Figure 1A we obtained a representative (in terms of 
mean and variance) set of 100K =  sample attribute data at randomly selected grid nodes (not 
shown). Using these sample data and the same variogram model used to generate the reference 
attribute image of Figure 1A, we performed Simple Kriging (SK) using a global neighborhood. 
The resulting SK prediction and associated error variance at each node (not shown) were used, 
along with the assumption of a Gaussian distribution, to compute the probability that the 
corresponding true attribute value be greater than cutoff 1t = ; the probability map is shown in 
Figure 2A. To convert this probability image to a binary one, we selected a probability 
threshold 't  so that the proportion of pixels whose attribute values are classified above this 
cutoff 't  identifies the corresponding proportion of such pixels in the reference image of 
Figure 1A; thus, cutoff 't  was selected as the 85-th percentile of the distribution of probability 
values in Figure 2A. 

 

 
Figure 2 Map of Kriging-derived probabilities for the true attribute values being greater than cutoff t=1 

(A), and its segmented version (B). 
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The smoothing effect of Kriging is evident from Figure 2, since the resulting binary patterns in 
Figure 2B exhibit much more regularity than those found in the reference segmented image of 
Figure 1B. Note that, even if we had chosen a different cutoff 't  for thresholding Figure 2A, 
the resulting segmented image would exhibit very regular objects, but of different extent than 
those found in the current Figure 2B. It is also well-known that the smoothing effect of Kriging 
is case-specific: it depends on the particular sampling density, being more pronounced at 
regions with fewer sample data. 

Next, we simulated a set of 30L =  conditional realizations of attribute values (see equation 
3) using the same 100K =  sample data considered for Kriging, and the same variogram 
model used to generate the reference attribute map of Figure 1A. These simulated realizations 
were then subjected to the same thresholding procedure used for constructing the segmented 
image of Figure 1B. Two of the resulting simulated attribute realizations and their associated 
binary segmented images are shown in Figure 3. The simulated attribute realizations in Figures 
3A and C exhibit similar spatial variability (texture) with that found in the reference image of 
Figure 1A. Because these are conditional realizations, high (low) simulated attribute values 
tend to occur nearby high (low) sample data values. In addition, the binary segmented images 
of Figures 3B and D show objects with similar region and shape characteristics with those 
found in the reference segmented image of Figure 1B. The spatial arrangement of these 
simulated objects in space is constrained by the sample data configuration. 

 

 
Figure 3 Two conditionally simulated attribute realizations (A and C), and their associated segmented 

versions (B and D). 

Last, we consider the task of characterizing uncertainty in the unknown spatial patterns of the 
reference, unavailable in practice, attribute image of Figure 1A. We adopt the cumulative 
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distribution function (CDF) of the object areas and perimeters of Figure 1B as a simple 
measure of spatial pattern, with an object being defined as a group of connected pixels whose 
respective attribute values exceed the cutoff 1t = . In other words, we consider groups of 
connected black-colored pixels in Figure 1B as objects, and the white-colored pixels as the 
background. In particular, we use connected components labeling, see Gonzalez and Woods 
(2002), with an 8-point connectivity rule for delineating such objects in Figure 1B. The same 
procedure of object delineation is then carried out on the 30L =  segmented images 
corresponding to the simulated attribute realizations. Since there are 30 such segmented 
images, there are 30 simulated CFDs of object areas and perimeters, one per realization; these 
CDFs are shown in Figure 4. Note that we only consider objects with area less than 5 pixels, 
and we display the logarithm of such area and perimeter values due to the high skewness of 
their distributions. For comparison, we also super-impose on the graphs of Figure 4 the 
reference CDFs of object areas and perimeters computed from Figure 1B, as well as the 
Kriging-based CDFs of such object areas and perimeters computed from Figure 2B. 

 

 
Figure 4 CDFs of the logarithm of simulated object areas (A) and perimeters (B), shown with solid lines, 
along with the corresponding reference CDFs (grey bullets) and Kriging-based CDFs (squares) computed 

from Figures 1B and 2B, respectively. 

The stair-case appearance of the Kriging-based CDFs (squares) displayed in Figure 4 is due to 
the small number of objects found in the segmented image of Figure 2B; the objects in this 
latter image also have much larger areas and perimeters than those found in the reference 
segmented image of Figure 1B; this is due to the smoothing effect of Kriging. Figure 4 clearly 
illustrates that the simulated CDFs of object areas and perimeters over the 30 realizations 
closely bracket the corresponding reference CDFs (grey bullets), whereas the Kriging-based 
CDFs (squares) provide severely biased estimates of these reference distributions. This entails 
that portrayal of per-pixel uncertainty measures (no matter how cartographically sophisticated 
might that be) could lead to serious mis-interpretation of spatial patterns, because such 
uncertainty measures fail to provide critical information regarding spatial attribute interactions. 

6 Discussion and conclusions 
This paper has advocated the development of a systems framework for the visualization of 
spatial uncertainty, with specific focus on the recognition of spatial patterns derived from 
continuous attributes. More precisely, we proposed to view the map user as an engineering 
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system, whose input is the attribute map and output is the visual perception of that map. Short 
of a formal mathematical model for adequately characterizing perspective and cognitive 
activities of the brain, we employed computer vision algorithms as proxies for early- and mid-
level vision operations applied on maps. We adopted a realistic model of spatial attribute 
uncertainty, and we presented an efficient approach for exploring this model using stochastic 
simulation. We then proposed to characterize uncertainty in the outcomes of early- and mid-
level vision operations by applying these proxies on simulated attribute realizations to arrive at 
a distribution of such outcomes. Last, we used a simple example to illustrate these concepts in 
characterizing uncertainty regarding area and perimeter values for objects derived from 
attribute realizations via a simple thresholding operation. Our results illustrated that the 
uncertainty propagation method presented in this paper led to simulated distributions of object 
descriptors that bracketed the true distribution of such descriptors derived from a reference 
attribute image. Further research is underway towards: (i) incorporating more complex early 
and mid-level vision operations, e.g., using watershed segmentation or wavelets, (ii) 
augmenting the set of object descriptors used for building feature vectors, and (iii) extending 
this framework to the classification of objects in meaningful classes for pattern identification. 

We have not addressed issues regarding the level of user training, the conditions of user 
interaction with the attribute map, or the purpose of map analysis. These issues induce more 
uncertainty in the system, and their incorporation in our framework would entail the use of 
user-specific vision proxies. Other notable omissions include the consideration of dynamic 
displays, and usability evaluations; see, for example, Evans (1997). It should be noted, 
however, that our framework allows an interesting interpretation of user-based tests of static or 
dynamic displays of spatial uncertainty. More precisely, we argue that approaches for 
evaluating the impact of alternative depictions of a single attribute map and the accompanying 
uncertainty layer on decision-making via user-based tests, amount to replacing the unavailable 
realizations of input attribute maps with realizations of model evaluations (each different 
human subject interpretation being essentially a “model run”) for each depiction tested. More 
importantly, it is argued that when spatial uncertainty is treated as another information layer 
(either by verity visualization or by dynamic flickering betwen attribute and uncertainty) the 
user is left to imagine the actual attribute values implied by such depictions, and is not guided 
towards a better pattern recognition that incorporates the additional uncertainty information.  

In a recent comprehensive review of the status of geospatial information uncertainty 
visualization, MacEachren et al. (2005) identified several research challenges for advancing 
this important research frontier in GIScience. Two of these challenges were: (i) understanding 
uncertainty components and their relationships to domains, users and information needs, and 
(ii) developing methods and tools for interacting with spatial uncertainty depictions. In this 
work, it has been argued that the current practice of reporting and depicting attribute spatial 
uncertainty via per-pixel measures misses the all-important component of spatial interactions. 
In addition, it has been argued that the current practice of treating spatial uncertainty as a 
separate data layer does not allow a realistic evaluation of the impact of such uncertainty on 
vision-related tasks applied on attribute maps. It has been demostrated that both these issues 
can potentially lead to severe mis-interpretation of spatial patterns identified from map 
products. In summary, this work has contributed towards a better understanding of spatial 
attribute uncertainty components, and has identified means for embedding uncertainty 
depictions in the attribute values themselves prior to pattern recognition procedures. In doing 
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so, it is hoped that this work will contribute towards addressing challenges (i) and (ii) given 
above, as well as towards a better incorporation of spatial uncertainty in decision-making. 
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