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Abstract 
Ordinary kriging is the most commonly used geostatistical interpolation technique. It predicts 
the value of a spatially distributed environmental variable at an unobserved location by taking 
a weighed linear combination of neighbouring observations. Ordinary kriging has proven to 
be very rewarding to the earth and environmental sciences, but a disadvantage is that it is a 
purely empirical technique that relies solely on point observations of the target variable. 
Potentially one ought to be able to do much better by also exploiting all sorts of ancillary 
information, such as derived from digital terrain models, remote sensing imagery, geological, 
soil and landuse maps. Knowledge about the physical, chemical, biological or socio-economic 
processes that caused the spatial variation in the environmental variable is potentially also of 
much value. This paper explores two recent approaches that incorporate ancillary information 
and process knowledge in spatial interpolation. Regression kriging differs from ordinary 
kriging by including a trend function that is steered by ancillary information and process 
knowledge. Space-time Kalman filtering takes a dynamic approach by formulating a state 
equation that computes the state of the system at the next time point from driving variables and 
the current state. The Kalman filter conditions the state predictions to measurements in the 
measurement update step. Regression kriging and space-time Kalman filtering are compared 
and their application in practice is illustrated with examples. Incorporating process 
knowledge in spatial interpolation is advantageous not only because using more information 
yields more accurate maps, but also because it gives insight into how processes affect the state 
of the environment and is better suited to make extrapolations. Although these techniques are 
increasingly applied and have a bright future, several important theoretical and practical 
issues need to be resolved before routine application is in place. 

Keywords: dynamic modelling, geostatistics, Kalman filtering, regression kriging 

1 Introduction 
Almost all researchers working in the earth and environmental sciences will have come across 
a spatial interpolation problem at some point in their career. Many face these problems on a 
regular basis, and some have even specialised in spatial interpolation and made this their main 
field of research. Spatial interpolation is frequently needed because almost all environmental 
variables vary in space, whereas rarely are we able to observe these variables at each point in 
space. Thus, we take observations at points and use spatial interpolation to obtain a full spatial 
coverage. Examples are numerous, varying from soil physical properties, air quality, 
groundwater pressure, plant species abundance, greenhouse gas emission to rainfall (Burrough 
and McDonnell 1998). 
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Spatial interpolation inevitably introduces errors. Predictions at unobserved points are based 
on limited information and will only by shear chance be equal to the true value. Interpolation 
errors affect the quality of the interpolated map and will propagate through subsequent 
analyses, possibly leading to poor decisions (Heuvelink 1998). It is therefore important to 
quantify the accuracy of the interpolated maps. Interpolation accuracy assessment is routinely 
done in geostatistics, where the predicted value at an unobserved point is accompanied by a 
probability distribution of the associated interpolation error (Goovaerts 1997). The most basic 
geostatistical interpolation technique is ordinary kriging. Although ordinary kriging is 
commonly known, for sake of completeness and to introduce terminology and notation it is 
useful to repeat the main equations here. 

Let z(x) be an environmental numerical variable that varies in space, where x is a two-
dimensional spatial coordinate. The goal is to predict z at an unmeasured location x0 using  
measurements of z at locations x1, x2,...,xn. In ordinary kriging the prediction is taken as a 
linear combination of the observations: 
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The ordinary kriging weights λi are computed as follows. First, it is assumed that z is a 
realisation of a random function Z. This is because we are uncertain about z and acknowledge 
this by treating it as the (unknown) outcome of some random mechanism represented by Z. We 
feel sufficiently comfortable to specify the probability distribution of Z, which in the ordinary 
kriging case is taken as a second-order stationary random field, meaning that the mean of Z is 
a constant and that the autocovariance of Z only depends on the distance between points: 
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where hij = xi − xj. Ordinary kriging assumes that the autocovariance function C(h) is known. It 
is related to the semivariogram γ(h) as C(h) = γ(∞) − γ(h). The global mean µ is estimated by 
solving: 
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where F = [1 1 ... 1]T, z = [z(x1) z(x2) ... z(xn)]T, C is the n×n covariance matrix of the Z(xi) and 
T means transpose. Next, Z(x0) is predicted using: 
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where c0 is the vector of covariances between the Z(xi) and Z(x0). Combining Eqns. (4) and (5) 
yields the ordinary kriging weights, which sum to one and thus produce the best linear 
unbiased predictor of Z(x0). The associated prediction error variance satisfies: 

1()()1()0())(ˆ)(( 0
111

0
1

0
1

000 cCFFCFcCFcCcCxZxZVar TTTTT −−−−− −−+−=−
 

(6) 

Here we have used matrix notation and have presented ordinary kriging in the general 
framework of linear models (Christensen 1991, Chapter VI), which will prove useful later on.  
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When applied in practice, ordinary kriging produces weights that are typically between zero 
and one (although negative weights can occur). Observations that are close to the prediction 
point get larger weights, although it is not only the distance that matters but also the spatial 
configuration of the points. The prediction error variance is small near observation points and 
large further away from them, particularly when at the boundary of the study area.  

Ordinary kriging has proven very useful on numerous occasions, but an important 
disadvantage is that the only information used is the observed values of the target variable at 
the measurement locations. In many practical cases more information is available. If this 
information is used, then the accuracy of the resulting interpolated maps may be improved. In 
recent years, much additional information has come available, such as topographic properties 
derived from digital terrain models, remote sensing imagery, maps of geology, soil and 
landuse (McKenzie et al. 1999, Hengl et al. 2004). These data are often available in digital 
form and can thus easily be used. In addition, in many cases users also have knowledge about 
the environmental processes that caused the spatial variation in the target variable. Such 
knowledge is potentially also of much value and not used by ordinary kriging. 

Various techniques exist to accommodate the use of ancillary information in spatial 
interpolation. If the ancillary information comes in the form of discrete maps delineating the 
area of interest in spatial units with different characteristics, such as is the case with polygon 
maps of geology, soil and landuse, then one possibility is to apply stratified kriging (Stein et al. 
1988). Stratified kriging in effect applies ordinary kriging to each unit separately, thus taking 
the additional information that is contained in the polygon map into account. It will yield more 
accurate results than ordinary kriging if spatial variation within units is smaller than between 
units. However, important disadvantages are that a sufficient number of observations within 
each unit must be available to fit the geostatistical model and that it assumes that there is no 
spatial correlation across the boundaries between units. If ancillary information is contained in 
other, ‘cheaper’ variables that are also measured at point locations but measured more 
intensely, then cokriging may be used to improve spatial interpolation (Goovaerts 1997). 
However, the accuracy gain using cokriging is often small and cokriging becomes 
cumbersome when the number of covariates is large, because the geostatistical analysis will 
involve estimation of many semivariograms and cross-semivariograms. Stratified kriging and 
cokriging are also poorly equipped to include process knowledge. 

In recent years two other main methods have been developed and extended that appear better 
able to include ancillary information and process knowledge in spatial interpolation. These 
methods are regression kriging and space-time Kalman filtering. In this paper we briefly 
present and discuss both approaches and give examples that illustrate their application in 
practice. We compare the two approaches and take a look into the future. 

2 Regression Kriging  
Regression kriging integrates linear regression with kriging. It is closely related to techniques 
such as kriging with external drift and universal kriging (Goovaerts 1997, Hengl et al. 2004), 
and in fact in some interpretations these are all synonyms for the same technique. Regression 
kriging is an example of a generic methodology that combines the theory of generalized linear 
models (GLM) with kriging (Diggle et al. 1998). 

The key difference between ordinary kriging and regression kriging is that it is no longer 
assumed that the mean of the variable is a constant. Instead, the mean or trend is assumed to 
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depend on a possibly large number of explanatory variables. Theory and practice of regression 
kriging are much easier when a linear relationship between explanatory and dependent 
variables is assumed. Under this assumption, the model is as follows: 
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where the fi are explanatory variables that must be spatially exhaustive. The first part on the 
right hand side of Eq. (7) is known as the trend. In general, f0(x) is chosen to be equal to 1 for 
all x, so that β0 is the intercept of the regression. Comparison with ordinary kriging shows that 
regression kriging tries to explain part of the spatial variability of Z with the trend, whereas 
ordinary kriging puts all variation in the stochastic residual ε. As in linear regression, the goal 
is to let the trend explain as much of the variation as possible, but in practice there will always 
be some unexplained variation left that is represented by ε. The advantage of regression 
kriging over linear regression is that it can take information from ε, because ε is assumed 
spatially correlated. The residual is interpolated between observation points, using kriging. For 
this it is necessary to know the spatial correlation structure of ε, which is done iteratively: first 
the trend model coefficients βi are estimated using ordinary least squares, then the covariance 
function of the residuals is estimated and used to obtain the weighted least squares estimates of 
the βi. These can be used to re-compute residuals and so on. In practice, a single iteration can 
be used as a satisfactory solution (Kitanidis 1994). 

Under the regression kriging model Eq. (7), the best linear unbiased prediction of the target 
variable Z(x0) is given by (Hengl et al. 2004): 

)ˆ(ˆ)(ˆ 1
00 ββ FzCcfxZ TT −+= −  (8) 

Where C is the n×n covariance matrix of the ε(xi), c0 is the vector of covariances between the 
ε(xi) and ε(x0), F is an n×m matrix whose i-th column equals [fi(x1) fi(x2) ... fi(xn)]T, and where 
f = [f0(x0) f2(x0) ... fm(x0)]T.  The vector of regression coefficients is obtained as: 

zCFFCF TT 111 )(ˆ −−−=β  (9) 

The associated prediction error variance is given by: 
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(10) 

Comparison with Eqns. (4) to (6) shows that regression kriging is a straightforward and natural 
extension of ordinary kriging, in which it is not just the global mean µ that is estimated but 
instead a whole vector of regression coefficients βi. Its simplicity is perhaps the main reason 
why it has become so popular (Finke et al. 2004, Hengl et al. 2004, Herbst et al. 2006). 
Application is not very much more difficult than that of ordinary kriging and there is much 
room for including all types of explanatory variables, possibly after transformation, and 
selecting those variables that reflect process knowledge. The methodology can also easily be 
combined with stratification, general linear models, general additive models and regression 
trees. 
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2.1 Regression kriging example: mapping soil depth in a 50×50 km area in Croatia 
The example is taken from Hengl et al. (2004). A set of 135 soil profile observations from the 
Croatian national Soil Geographical Database (Martinović and Vranković 1997) was used as a 
case study. The study area is a 50×50 km square located in the central part of Croatia 
(Figure 1). Here we predict the soil depth (cm) using as candidate predictors six relief 
parameters (elevation, slope, mean curvature, compound topographic index, stream power 
index and viewshed). In addition, the 1:300.000 soil map of Croatia was used as a discrete 
categorical explanatory variable. By merging similar soil types the number of soil mapping 
units in the area was reduced from 28 to nine classes. The soil map was then coded into nine 
binary maps (one for each soil type) and all nine maps were included as predictors, jointly with 
the six relief parameters, yielding 15 predictors in total. 

 

 
Figure 1 Location of the study area (upper-left), profiles used for interpolation (.) and validation (+) 

(lower-left) and maps of predictors (right). 

Several methods were compared to create a map of soil depth for the area. First, prediction 
maps of soil depth were made from the soil map by averaging the observed soil depth per soil 
mapping unit. Soil depth was also interpolated using ordinary kriging, multiple linear 
regression and regression kriging. The procedure involved transformation of predictors and 
used step-wise regression, which reduced the number of predictors to only three relief 
parameters. See Hengl et al. (2004) for details. 

The results for the four prediction methods are shown in Figure 2. The soil map method leads 
to a discrete map of soil depth with crisp boundaries between mapping units (Figure 7b). On 
the contrary, ordinary kriging (Figure 7c) produces gradual transitions with little detail, 
whereas the multiple linear regression map (Figure 7d) reflects change in elevation, slope and 
exposition. Finally, the regression kriging map (Figure 7e) yields more detail than the ordinary 
kriging map, at the same time showing the hot-spots not visible in the multiple regression map. 
Table 1 shows that regression kriging achieved the highest prediction accuracy and smallest 
bias. 
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Figure 2 Soil depth measurements at 135 locations (a) and comparison of predictions made by using: soil 

map only (b), ordinary kriging (c), plain multiple regression (d) and regression kriging (e). 

 

Table 1 Validation statistics (based on 35 independent observations) for predicting soil depth using the 
four spatial interpolation methods. 

 Mean 
error [cm] 

Root mean squared 
error [cm] 

Soil map 1.42 9.1 

Ordinary kriging 0.69 8.5 

Multiple regression 1.69 8.8 

Regression kriging 0.15 6.8 
 

3 Space-time Kalman filtering 
Because processes are dynamic by nature, one has to take a dynamic modelling approach to 
truly take process knowledge into account. The space-time Kalman filter does exactly this, by 
building on a ‘state equation’ that describes how the state of the environment at one point in 
time depends on that at the previous time and on driving forces acting in between the two time 
points. It also involves a ‘measurement equation’ that describes how and when the state was 
observed. The filter merges the information from the state and measurement equations to 
predict optimally the state of the system at any point in time and space. In this section we first 
briefly present the essentials of the general Kalman filter. Next we describe how the filter can 
be used for spatial interpolation and present an of how the space-time Kalman filter was used 
to predict the amount of soil redistribution in an agricultural field. 
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3.1 The Kalman filter 
The Kalman filter is a tool designed to estimate the values of the ‘state’ of a dynamic system in 
time from knowledge about the dynamic behaviour of the state and from measurements of the 
state (Kalman 1960, Webster and Heuvelink 2006). Let us denote the state of the system by 
Z(t), where t represents time and where Z is a p-dimensional numerical vector (p>1 means that 
multiple state variables are considered simultaneously, for example p equals 3 when rainfall, 
temperature and wind speed are treated simultaneously). The behaviour of the state over time 
is expressed by the so-called state equation: 

0),()()()()()1( ≥+⋅+⋅=+ tttUtBtZtAtZ ε  (11) 

Here, we have presented the state equation in discrete-time and linear form. The state at time 
t+1 is the sum of three terms. The first term describes how the state at the previous time 
influences that at the present time, through multiplication with the p×p matrix A(t). The second 
term represents the effect of a deterministic external input U(t) on the state. The last term of 
Eq. (11) is a zero-mean stochastic component, representing system noise or model error. We 
assume ε(t) to be normally distributed and temporally uncorrelated, with zero mean and 
variance-covariance matrix Σε (t). 

To use Eq. (11) to compute how the system evolves over time, we need to specify its initial 

state Z(0). This is done by assuming that Z(0) is normally distributed with mean 0Ẑ and 

variance-covariance matrix Σ0. The latter signifies the uncertainty about the initial state. 
Because of the random noise term in Eq. (11), the evolution of the state over time is 
represented in the form of probability distributions, which are normal by construct. Hence the 
distribution of the state at any time is completely characterised by a vector of means and a 
variance-covariance matrix. These can be easily computed from Eq. (11) and the probability 
distribution of the initial state Z(0), but the key characteristic of the Kalman filter is that these 
distributions are adjusted by incorporating information contained in measurements of the state. 
These measurements are described by the so-called measurement equation: 

0),()()()( ≥+⋅= tttZtCtY η  (12) 

Here, Y(t) is a q-dimensional vector of measurements. In practice, q is usually smaller than p 
because only part of the system state is observed. The q×p matrix C(t) acknowledges that Z(t) 
may be observed indirectly or sometimes not at all (i.e., by setting C(t)=0 at certain times). The 
quantity η(t) represents measurement error. It is assumed normally distributed with zero-mean 
and variance-covariance matrix Ση(t). We also assume that the noise terms ε(t) and η(t) are 
independent of one another. 

The idea of the Kalman filter is to make optimal predictions of the state of the system at any 
time t from the process knowledge expressed in Eq. (11) and the measurement information 
expressed in Eq. (12). The Kalman filter works recursively, whereby the optimal prediction of 
the state at the next time step is computed from that at the current time step. Each time step 
involves two updates: the time-update and the measurement-update. In the time-update, the 
state at the next time step is predicted from that at the current time as follows (Grewal and 
Andrews 2001): 
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The associated prediction error variance is given by:  
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The negative superscripts in Eqns. (13) and (14) signify that only the time-update has been 
made, whereas the positive superscripts signify that the measurement-update has also been 

made. Thus, )1t(Ẑ +−  is the optimal prediction of the state at time t+1, without incorporating 
the information contained in the measurements at time t+1. The only information used is that 
contained in Eq. (11), which conveys that the best prediction of the state at time t+1 from the 
state at time t is to use only the deterministic part of Eq. (11), since the system noise ε(t) has 
zero-mean. The variance of the prediction error at time t is propagated to time t+1, as 
expressed in the first term on the right-hand side of Eq. (14), and to this the variance of the 
system noise ε(t) is added. 

The measurement information at time t+1 is incorporated in the measurement-update 

)1t(Ẑ ++ , which is computed as follows: 
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Here, K(t+1) is the so-called Kalman gain, which satisfies: 
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η  (16) 

Eq. (15) shows that the measurement-updated prediction of the state is the sum of the time-
update and a correction term, which draws the predicted state towards the measured state. The 
correction is large when the Kalman gain is large and small when the gain is small. Close 
inspection of Eq. (16) shows that the Kalman gain is small when the measurement error 
variance ∑η(t+1) is large relative to the variance of the time-updated state prediction. This is as 
expected, because uncertain measurements should not cause substantial corrections to the state 
estimate. Conversely, the Kalman gain is large and inflicts a strong correction to the predicted 
state if the measurement error variance is much smaller than the variance of the time-update. 
Clearly, the Kalman gain is zero when C(t)=0, because this reflects a situation in which there 
are no measurements and the measurement-update has no effect. The prediction variance 

associated with the measurement-update )1t(Ẑ ++  is given by: 

)1()1()1()1())1(ˆ)1(()1( +Σ⋅+⋅+−+Σ=+−+=+Σ −−++ ttCtKttZtZVart  (17) 

This shows that adding information from measurements decreases the prediction error 
variance, particularly when there is much information in the measurements and the Kalman 
gain is large. 

Equations (13) to (17) are all that are needed to run the Kalman filter on a system described by 
Eqns. (11) and (12). For detailed interpretation of the equations and an illustration to a simple 
example of predicting the groundwater level at some location over time, see Webster and 
Heuvelink (2006). 
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3.2 Spatial interpolation with the space-time Kalman filter 
The state of the Kalman filter as introduced in the previous section depended on time only. But 
the model can also be used in a case where Z depends on time as well as space. The easiest 
way of doing this is simply to discretise space into a grid of nodes and include the state for 
each and every grid cell as a separate element in the state vector Z(t). Thus, if we have a study 
area that is divided into a grid with N rows and M columns, then the state vector of the Kalman 
filter would have N⋅M⋅p elements. The system matrix A(t) would become very large, but this 
can be handled even on personal computers as long as N and M are modest (say less or equal 
than 200). If the process that is studied has no spatial interactions, then A(t) will be a diagonal 
matrix, which reduces the storage and computational demands considerably. If the process has 
only neighbouring spatial interactions, such as in case of diffusion or flow, then A(t) will still 
be a sparse matrix because each cell interacts with only a few other cells during one time step. 

Measurements of the dynamic, spatially distributed state may be contained in the measurement 
equation (12). If, at some point in time t, the state is measured at n points in space, then Y(t) 
will have size n and each of the n rows of C(t) will have all zeroes except for one element that 
is equal to one, corresponding to the location where the measurement was taken. These 
measurements and those taken at other time points are used by the Kalman filter to correct the 
prediction of the state for all points in space and time, using equations (13) to (17). In this way 
observations taken at other locations than the prediction point will influence the prediction at 
the prediction point if the measurements provide information about the state at the point (i.e., 
when they are statistically dependent). This will be the case if the dynamic process has spatial 
interactions (i.e., off-diagonal elements of A(t) are non-zero), or if the initial state, system 
noise or measurement error are spatially correlated. 

3.3 Space-time Kalman filter example: predicting soil redistribution for the Hepburn 
research area, Canada 
The example concerns a seven-hectare section of the Hepburn research site, Saskatchewan, 
Canada (Heuvelink et al., 2006). The elevation ranges between 0 and 4 m above sea level, with 
average slope gradients of 3.5 to 8.5 degrees. A 5×5 m resolution initial DEM measuring 59 
rows by 49 columns of the study area is given in Figure 3. The site is managed by a crop-
fallow production system. Typically the fields were cropped to small cereals or oilseeds in one 
year, and then were fallowed in the following year. Weeds are suppressed in the fallow year by 
three to five shallow tillage operations. It has been argued (e.g. Govers et al. 1994) that the 
amount of soil flux caused by tillage has a linear relationship with the slope angle. During each 
time step, each cell may receive material from uphill neighbouring cells, and may dispatch 
material to downhill neighbouring cells. Here we will assume that material flows only in the 
direction of steepest descent. If we also assume that soil bulk density is constant over space 
and time, then the change in elevation from time t to time t+1 can be described by: 

∑ ∑
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where h(i,j,t) is the elevation at time t at grid cell (i,j), δ(i,j,v,w) = 1 if the direction of steepest 
descent from cell (i+v,j+w) is to cell (i,j); δ(i,j,v,w) = −1 if the direction of steepest descent 
from cell (i,j) is to cell (i+v,j+w) and δ(i,j,v,w) = 0 otherwise.  In Eq. (18), ∆(i,j,v,w) equals the 

grid mesh when either v or w equals zero and equals 2 ⋅ grid mesh if both v and w are 
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nonzero. After the elevation at time t+1 has been computed for all grid cells, t is increased by 
one time increment and a new tillage event is evaluated. 

 

 
Figure 3 Digital elevation model [m] of a seven ha section of the Hepburn research site, Saskatchewan, 

Canada. 

Soil redistribution was simulated over a 37-year period, starting from 1963 and ending in 
2000. An average of three tillage operations per year was assumed. The coefficient c in 
Eq. (18) was calculated from the ploughing depth, the grid mesh and the so-called tillage 
displacement coefficient (Schoorl et al. 2004). This yielded a value for c of 0.0165 m. Figure 4 
presents the results of a deterministic model run. The presented maps are four time slices from 
the 37-year period and present the net soil redistribution for the years 1973, 1983, 1993 and 
2000. The sequence of DEM maps show that tillage erosion causes a smoothening of 
elevation. Soil material is removed from the top of the hills and deposited in the valleys. This 
is confirmed by the soil redistribution maps, which show that much of the eroded material is 
deposited locally at the bottom of the hill slopes. 

Measurements of soil redistribution can be obtained using 137Cs as a tracer (Walling and Quine 
1990, Schoorl et al. 2004). Concentrations of the tracer are transformed into net soil erosion or 
sedimentation, which, in turn, are transformed into net elevation differences, presuming a 
constant soil bulk density. For the Hepburn research area, the net soil redistribution was 
estimated at 99 points using values from a Saskatchewan-wide 137Cs study (Pennock 2003). 
Figure 5 shows the measurement locations as open circles overlaid on the predicted soil 
redistribution and shows the measurements themselves. The left panel of Figure 6 gives a 
scatter plot of the measured against predicted net soil redistribution. Although the relationship 
between the two variables is not very strong, it is evident that the model has some predictive 
power. Deviations from the 1:1 line are caused by measurement errors and by errors in the 
model predictions. Measurements of soil redistribution were only taken in the final year 2000. 
This means that the measurement-update step (i.e., Eqns. (15) and (17)) need only be done for 
the final time step. 
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Figure 4 Four time slices showing the evolution of elevation [m] (top row) and net soil redistribution [m] 

(bottom row) over time, as computed with the deterministic tillage erosion model.  

To apply the Kalman filter to the soil redistribution case it is necessary to formulate the soil 
redistribution model Eq. (18) into a state equation Eq. (11) and contain the measurements in a 
measurement equation Eq. (15). Also, the various deterministic and stochastic parameters that 
characterise the uncertainties in the initial DEM, model and 137Cs measurements must be 
quantified. Details about how this was done are given in Heuvelink et al. (2006). 

With the soil redistribution model and the measurements both written in a form required by the 
Kalman filter, we can now apply the Kalman filter. The results are shown in Figure 7. The 
figure shows that the measurement-update step makes important adjustments to the predicted 
soil redistribution. Adjustments of up to 0.42 m occur. The adjustments are greater in the 
neighbourhood of the measurement locations, although they are not restricted to the immediate 
vicinity of measurement locations. Larger zones of upward and downward corrections are 
clearly visible. As expected, an upward correction is made near locations where the measured 
soil redistribution is greater than predicted, and a downward correction is made there where the 
measured value is smaller than predicted. At the measurement locations, the predicted soil 
redistribution is practically replaced by the measured value (see also Figure 6, right panel). 
This is because the error caused by the initial DEM error and augmented system noise is much 
greater than the measurement error at the measurement locations, causing the filter to put much 
more confidence in the measurements than in the time-updated predictions (Webster and 
Heuvelink 2006). This results in a strong adjustment of the predictions towards the measured 
values. 
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Figure 5 Measurements of cumulative soil redistribution from 1963 to 2000 as obtained using the 137Cs 

technique. Left: The 99 measurement locations are represented by open circles overlaid over the map with 
predicted soil redistribution (i.e., the bottom right map of Figure 4). Right: measurements of soil 

redistribution [m]. 

The measurement-update step also adjusts predictions at locations where soil redistribution 
was not measured. Note that the correction is stronger at locations that are in the direction of 
soil movement than at locations that are perpendicular to the major transport direction 
(Figure 7, right panel). This can be explained from the fact that measurements mainly carry 
information about locations where the soil redistribution is causally related to the soil 
redistribution at the measurement location. Thus, depending on the local direction of soil 
movement, it may happen that the soil redistribution at grid cells that are close neighbours of a 
measurement grid cell are much less affected by the measurement-update than cells further 
away. In this respect the Kalman filter behaves quite different from an empirical spatial 
interpolation technique such as ordinary kriging, because it explicitly takes the complex spatial 
dependencies in soil redistribution into account. 

 

 
Figure 6 Scatter plot of predicted against measured soil redistribution before (left) and after (right) the 

measurement update step of the space-time Kalman filter. 
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Figure 7 Kalman filter results for net soil redistribution.  Left: Measurement-updated prediction of net soil 

redistribution [m].  Right: Difference between the measurement- and time-updated net soil 
redistribution [m]. 

 

 
Figure 8 Quantified uncertainty in predicted soil redistribution. Left: Prediction error standard deviation of 
the time-updated net soil redistribution [m]. Right: Prediction error standard deviation of the measurement-

updated net soil redistribution [m]. 

The influence of measurement on soil redistribution is also reflected in the maps of the 
prediction error standard deviations (Figure 8). Comparison of the two maps in Figure 8 shows 
that incorporating information contained in the measurements leads to a substantial decrease of 
the uncertainty in predicted soil redistribution. The reduction of uncertainty is most 
pronounced at the measurement locations, where the prediction-error standard deviation 
becomes almost equal to the measurement-error standard deviation, which was taken as 0.05 m 
(Heuvelink et al. 2006). The prediction-error standard deviation map of the time-updated soil 
redistribution confirms that the joint effect of initial DEM error and augmented system noise is 



7th International Symposium on Spatial Accuracy Assessment in Natural Resources and Environmental Sciences. 
Edited by M. Caetano and M. Painho. 

 45

much greater than the measurement error (i.e., all values in the left-hand map of Figure 8 are 
much greater than 0.05 m). This explains why the measurement-update causes important 
changes in predicted soil redistribution and a substantial decrease in the prediction-error 
standard deviation. An interesting result from Figure 8 is also that uncertainty in predicted soil 
redistribution is generally greater at the hilltops and ridges than at the valley bottoms. A 
possible explanation for this is that in the valleys, soil material typically comes from multiple 
directions. The prediction errors associated with separate flows will be poorly correlated and 
will therefore partially neutralise each other. 

4 Concluding remarks 
Spatial interpolation can be done in many ways. Ordinary kriging is attractive because it is 
simple, robust and quantifies the interpolation error, but it does not take ancillary information 
and process knowledge into account. The availability of ancillary information has increased a 
lot in recent years and it continues to increase, both in quality and quantity. Therefore, it is 
important to consider interpolation techniques that can take ancillary information and process 
knowledge into account. Here we have reviewed and illustrated two possible approaches, 
namely regression kriging and space-time Kalman filtering. Regression kriging is easier to 
apply but it cannot incorporate process knowledge as well as the space-time Kalman filter, 
which takes a dynamic approach and requires a fair knowledge of the causal processes behind 
the spatial variability of the variable under study. Both techniques are very promising and 
deserve attention. Regression kriging has received a lot of attention from the pedometrics 
community, among others for digital soil mapping purposes (McKenzie and Ryan 1999, 
McBratney et al. 2003, Hengl et al. 2004), whereas the space-time Kalman filter has mainly 
been applied in hydrology, climatology and meteorology (Hoeben and Troch 2000, Heemink 
et al. 2001, Bertino et al. 2003, Huerta et al. 2004). Both techniques deserve to be applied in 
the earth and environmental sciences more widely. However, there are various theoretical and 
practical issues that need to be resolved before routine and responsible application is in place. 

For regression kriging, important issues that deserve attention are: 
• What transformations to predictors and dependents are useful and how should one 

choose between them; 
• How to deal with multicollinearity, i.e. strong correlations between predictors; 
• How to choose from a set of candidate predictors the ones that are to be included in 

the model, especially when the number of predictors is large compared to the 
number of observations; 

• How to design optimal sampling sizes and sampling schemes for use in regression 
kriging; 

• How to handle non-Gaussian distributions; 
• How to accommodate non-linear relationships (e.g., through regression trees or 

neural networks); 
• How to validate the regression kriging predictions when the predictions are at 

another scale than the validation data. 

For space-time Kalman filtering, important issues are: 
• How to define a state equation in cases where the processes are poorly known; 
• How to quantify the stochastic parameters of the system noise (variances as well as 

spatial correlations); 
• How to quantify the uncertainty in the initial state; 
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• How to extend the model to non-linear state equations (i.e., through the extended 
Kalman filter); 

• How to deal with the formidable computational load when the state dimension 
becomes very large (possibly through exploiting the sparsity of the system matrix, 
for example see Heemink et al. 2001); 

If solutions to these issues can be found and the techniques become more refined, generic, 
robust and easier to apply in practice, then spatial interpolation will enter a new era in which 
ancillary data and process knowledge play a dominant role. Particularly for the space-time 
Kalman filter there are some difficult problems to be solved. However, if this can be done then 
much will be gained, not only because the approach can yield more accurate interpolated 
maps, but more importantly perhaps because from a scientific point of view the approach will 
aid in explaining spatial variation, rather than only describing it. 

Acknowledgements 
I thank Tomislav Hengl, Dan Pennock, David Rossiter, Jeroen Schoorl and Tom Veldkamp for 
valuable contributions to this text. 

References 
Burrough, P. A. and McDonnell, R. 1998, Principles of Geographical Information Systems, Oxford: 
University Press. 
Bertino, L., Evensen, G. and Wackernagel, H., 2003, Sequential data assimilation techniques in 
oceanography. International Statistical Review, 71, 223-241. 
Christensen, R. 1991, Linear Models for Multivariate, Time Series, and Spatial Data, New York: Springer. 
Diggle, P. J., Tawn, J. A. and Moyeed, R. A., 1998, Model-based geostatistics. Applied Statistics 47, 
299-350. 
Finke, P. A., Brus, D. J., Bierkens, M. F. P., Hoogland, T., Knotters, M., and De Vries, F., 2004, Mapping 
groundwater dynamics using multiple sources of exhaustive high resolution data, Geoderma, 123, 23-39. 
Goovaerts, P., 1997, Geostatistics for Natural Resources Evaluation, New York: Oxford University Press. 
Govers, G., Vandaele, K., Desmet, P. J. J., Poesen, J. and Bunte, K., 1994, The role of tillage in soil 
redistribution on hillslopes. European Journal of Soil Science, 45, 469-478. 
Grewal, M. S., Andrews, A. P., 2001, Kalman Filtering: Theory and Practice Using MATLAB, 2nd 
Edition. New York: Wiley. 
Heemink, A. W., Verlaan, M. and Segers, A. J., 2001, Variance reduced ensemble Kalman filtering. 
Monthly Weather Review, 129, 1718-1728. 
Hengl, T., Heuvelink, G. B. M. and Stein, A., 2004, A generic framework for spatial prediction of soil 
properties based on regression-kriging. Geoderma, 120, pp. 75-93. 
Herbst, M,, Diekkruger, B. and Vereecken, H., 2006, Geostatistical co-regionalization of soil hydraulic 
properties in a micro-scale catchment using terrain attributes, Geoderma, 132 (1-2), 206-221. 
Heuvelink, G. B. M., 1998, Error Propagation in Environmental Modelling with GIS, London: Taylor and 
Francis. 
Heuvelink, G. B. M., Schoorl, J. M., Veldkamp, A. and Pennock, D., 2006, Space-time Kalman filtering of 
soil redistribution. Geoderma (forthcoming). 
Hoeben, R. and Troch, P. A., 2000, Assimilation of active microwave observation data for soil moisture 
profile estimation. Water Resources Research, 36, 2805-2819. 
Huerta, G., Sanso, B. and Stroud, J. R., 2004, A spatiotemporal model for Mexico City ozone levels. 
Journal of the Royal Statistical Society Series C – Applied Statistics, 53, 231-248. 
Kalman, R. E., 1960, A new approach to linear filtering and prediction problems. Transactions of the 
American Society of Mechanical Engineers: Journal of Basic Engineering, 82D, 35-45. 



7th International Symposium on Spatial Accuracy Assessment in Natural Resources and Environmental Sciences. 
Edited by M. Caetano and M. Painho. 

 47

Kitanidis, P., 1994, Generalized covariance functions in estimation. Mathematical Geology, 25, 525-540. 
Martinović, J. and Vranković, A., 1997, Croatian Soil Database (in Croatian), vol. 1, Zagreb: Ministry of 
Environmental Protection and Physical Planning. 
McBratney, A., Mendoncça Santos, M. and Minasny, B., 2003, On digital soil mapping, Geoderma, 117, 
3-52. 
McKenzie, N. and Ryan, P., 1999, Spatial prediction of soil properties using environmental correlation. 
Geoderma, 89, (1-2), 67-94. 
Pennock, D. J., 2003, Terrain attributes, landform segmentation, and soil redistribution. Soil & Tillage 
Research, 69, 15-26. 
Schoorl, J. M., Boix Fayos, C., De Meijer, R. J., Van Der Graaf, E. R. and Veldkamp, A., 2004, The 
137Cs technique applied to steep Mediterranean slopes (Part II): landscape evolution and model 
calibration. Catena, 57, 35-54. 
Stein, A., Hoogerwerf, M. and Bouma, J., 1988, Use of soil-map delineations to improve (co-)kriging of 
point data on moisture deficits, Geoderma, 43, 163-177. 
Walling, D. E. and Quine, T. A., 1990, Calibration of Caesium-137 measurements to provide quantitative 
erosion rate data. Land Degradation and Rehabilitation, 2, 161-175. 
Webster, R. and Heuvelink, G. B. M., 2006, The Kalman filter for the pedologist’s tool kit. European 
Journal of Soil Science (forthcoming). 




