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Abstract 
The reliability of and confidence in predictions from model simulations are crucial—these predictions can 
significantly affect risk assessment decisions.  For example, the fate of contaminants at the U.S. Department of 
Energy’s Hanford Site has critical impacts on long-term waste management strategies.  In the uncertainty 
estimation efforts for the Hanford Site-Wide Groundwater Modeling program, computational issues severely 
constrain both the number of uncertain parameters that can be considered and the degree of realism that can be 
included in the models.  Substantial improvements in the overall efficiency of uncertainty analysis are needed to 
fully explore and quantify significant sources of uncertainty.  We have combined state-of-the-art statistical and 
mathematical techniques in a unique iterative, limited sampling approach to efficiently quantify both local and 
global prediction uncertainties resulting from model input uncertainties.  The approach is designed for application 
to widely diverse problems across multiple scientific domains.  Results are presented for both an analytical model 
where the response surface is “known” and a simplified contaminant fate transport and groundwater flow model.  
The results show that our iterative method for approximating a response surface (for subsequent calculation of 
uncertainty estimates) of specified precision requires less computing time than traditional approaches based upon 
noniterative sampling methods.   
 
1.  Introduction 
Computer models are developed to perform simulations of complex real-world phenomena in situations where 
designed experiments and observation studies are impractical or impossible.  Because numerical simulations are 
imperfect predictors of natural system response, and because of innate variability in the natural system itself, 
uncertainty analysis is a necessary and critical element of the modeling process. 

Attempts to quantify uncertainty in scientific modeling and simulation have a long and varied history, filled 
with many different approaches.  Sources of uncertainty include 1) geometric idealization; 2) uncertainty in the 
validity of the physical models and governing equations; 3) numerical approximation error; and 4) uncertainty in 
input variables, where input variables may include physical or fitted parameters, initial and boundary conditions, 
and parameterized model uncertainties.  Our current research is focused on better characterizing the uncertainty in 
model-generated predictions (outputs) resulting from uncertainty in model input variables. 

Estimates of uncertainty for computer models are typically obtained by means of Monte Carlo simulation.  
The code is run many times, each time for a different vector of randomly selected input variable values.  The input 
values are realizations of an input distribution designed to capture uncertainty in the model input variables.  The 
probability distribution of model outputs obtained by this simulation is used to estimate modeling uncertainties (a 
major problem with this approach is the excessive computing requirements for complex models).  Under simple 
Monte Carlo simulation, the number of runs required for uncertainty estimation increases exponentially with the 
number of input variables (see Saltelli et al. [2002, example on p. 200] for a discussion of Monte Carlo 
computational complexity).  Thus, to provide confident predictions, any increase in model complexity demands 
huge improvements in the efficiency of current methods for estimating uncertainty. 

Two directions have been taken in our work to reduce the computing burden of uncertainty analysis.  The 
first is the development of refined sampling methods.  The second is the use of computationally efficient 
approximations to the response surface of the underlying simulation model. 

Monte Carlo simulation, as typically applied to complex deterministic computer models (codes), entails 
multiple runs of the code with randomly selected values for a vector of input variables.  Significant improvements 
to this method of selecting input values have existed for some time, but these are often not fully exploited for 
uncertainty analysis.  Relative to simple random sampling, Latin hypercube sampling (LHS), for example, and 
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other stratified sampling variants can provide good coverage of the sample space with significantly smaller 
sample sizes (for example, see McKay et al. [1979]; Sacks et al. [1989]; Owen [1992a, 1992b]; also see Lahkim et 
al. [1999] for a relevant application).  The use of refined sampling strategies translates directly into huge 
reductions in the computational burden for uncertainty analysis. 

A properly chosen ensemble of simulations can be used to develop a computationally efficient approximation 
to the response surface of the underlying model.  In general, response surface modeling methods are well-
developed and find applications in many fields.  Response surface approximations serve as surrogate models for 
the full mathematical model that can be used to quickly interrogate regions of the input space that were not 
sampled originally (for example, see Downing et al. [1985] and Osborne et al. [1997]; see also Myers and 
Montgomery [1995] for a comprehensive data-driven view).  Linear regression commonly is used for response 
approximation.  More advanced techniques such as multivariate adaptive regression splines (MARS [Friedman 
1991]) may be more appropriate, particularly in situations where the response surface exhibits strong 
nonlinearities.  Advantages of the MARS strategy include the ability to adapt well to a specific response surface, 
the continuity and smoothness properties of spline interpolations, and the flexibility to model interactions among 
input variables. 

Techniques exist for efficient (smart) sampling, response surface modeling, sensitivity analysis, and 
estimating local and global uncertainty measure estimation.  We are developing an approach that involves 
combining these techniques with an iterative sampling method that exploits information from previous runs (e.g., 
an initial sample) to locate the regions in the output space where additional sampling points would be most 
informative.  Results for new sampling points in these “informative” regions then are included with existing 
sampling information to refine response surface approximations and uncertainty estimates.  Combining advanced 
techniques for iterative sampling with methods for response surface modeling can multiply the benefits of these 
methods relative to their current use with simple Monte Carlo simulation. 

The primary goal during the initial stage of our research is to develop techniques for best fitting the true 
response surface of a computer model.  In most real-world problems, it is not possible to obtain the true model 
response surface (either because an analytical solution does not exist or because too many runs are required to 
adequately map the surface).  We have therefore chosen two models (an analytical model and a one-dimensional 
flow and transport model) for which we can compare our approximation results to the true response surface of the 
model (code) by evaluating both at a large number of points. 
   
2.  Iterative Response Modeling  
Our approach combines efficient sampling methods with flexible approximations to the response surface of the 
underlying model.  First, a sample of modest size (relative to total available computing resources) is obtained 
(with initial goal to span the input space), and the underlying code is run for each point in the sample.  Next, code 
outputs (responses) at the specified sampling points are used to develop an approximation of the response surface.  
The response surface approximation is evaluated to determine whether the fit is adequate.  If so, the 
approximation is used to compute uncertainties (local and global) of interest.  If not, the response surface 
approximation is used to identify regions in the input space where additional sampling would likely be most 
informative.  This step involves using the response surface approximation to compute uncertainty estimates at 
points in the initial sample (the precise methodology is the subject of a future discussion).  Next, additional 
sampling points are selected in the regions identified at the previous step, and the code is run at each new point in 
the augmented sample.  Finally, the new sampling information is used to update the existing response surface 
approximation, and the updated approximation is evaluated to determine whether the fit is adequate.  The steps of 
this iterative response model (IRM) method are summarized in Table 1.   
 The basis of the IRM method is to combine advanced techniques for iterative sampling with flexible methods 
for response surface modeling.  Relative to simple Monte Carlo simulation, we have found these methods to be 
very efficient for reducing the computational burden of uncertainty analysis for complex computer models.  
Additional details of selected steps in the IRM method are discussed in the following paragraphs.   
 
Sampling:  For the initial sample, marginal distributions are defined for each input variable to the code.  The 
specified number of sampling points is generated using either simple random sampling (SRS) or Latin hypercube 
sampling (LHS).  The sample realizations may be specified sequentially for SRS but must be determined jointly 
for LHS.  In either case, the sample realizations are output to files that are subsequently used as input files for the 
underlying simulation code.  
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Table 1.  Key steps in the proposed IRM method. 
 

Step Number                             Action 
1 
2 
3 
4 
5 
6 
 

7 
8 
9 

Select an initial sample that “spans” the input space of the code. 
Run the code at each of the selected sample points. 
Calculate the approximation to the response surface using all model results. 
Quantify the degree of fit between the underlying response surface and the sample points. 
If the fit is adequate, compute uncertainties and we’re done. 
If the fit is not adequate, interrogate the response surface to identify regions where additional 
     sampling would be most informative.  
Select additional sampling points in the most informative regions.   
Run the code at the additional sampling points. 
Go to Step 3. 

 
Computing:  The underlying computer code (the simulation code) must be run for each point in the sample 
(initial and augmented).  Depending upon time constraints and available computing resources, these runs can be 
done either sequentially on a single computer or in parallel on a cluster of computers.  The latter type of modeling 
has been done very successfully in the Hanford Site’s System Assessment Capability program (Eslinger et al. 
2003; Kincaid et al. 2001).  
 
Response Surface Model:  The model results for all samples (initial and augmented) are compiled and used to fit 
an approximation to the response surface of the underlying simulation code.  The approximation model typically 
expresses one or more code output variables as a function of the vector of input variables.  Various approximation 
methods exist in the literature.  In this study, we use the MARS method (Friedman 1991) to develop response 
surface approximations because we have found them to be both flexible and computationally tractable.  For this 
paper, we use the term “true response surface” to mean the output of the computer model at all possible grid 
points. 
 
Model Evaluation:  Typically, natural variability is approximated using repeated experiments and is the basis 
used to quantify uncertainty.  In the case of deterministic computer models, however, a direct estimate of the 
variance of the response variable is unavailable.  This precludes the use of standard statistical methods for 
determining whether a given fitted response surface adequately approximates the response surface of the 
underlying model.  One might employ a variety of approaches to estimate the replicate or measurement variability 
of the response variable independently of the underlying simulation model.  The method reported on in this paper 
is a bootstrap method to compute estimates of variability at all points in a grid that cover the input space of the 
code.  The response surface is estimated with a subset of the realizations, and residuals are calculated as 
differences between the response surface approximation (i.e., the MARS fit) and the actual model response at the 
sampled points.  These estimates are evaluated to identify regions that imply larger uncertainty and, hence, where 
additional samples would be most informative.   
 
Augmented Samples:  The variance estimates obtained by the bootstrap method described in the previous 
paragraph are used to define regions where the need for additional sampling points is greatest.  Additional 
sampling points are then selected within these regions. A new point for the augmented sample is found by starting 
at a selected sample point (based on large uncertainties), moving away from the point (in the n-dimensional input 
space), and locating a new point that is furthest away from this sample point but no closer to any other sample 
point.  
 
Iterative Process:  The augmented samples are added as new sample points, and the process repeated.  
Appropriate stopping rules could include 1) stopping when uncertainty estimates are below a specified threshold 
and 2) stopping when the computer processing resources (budget) are consumed.  Inasmuch as our envisioned 
problems often requires days, weeks, or months for one simulation realization, our method currently uses the 
second stopping rule. 
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3.  Model Description 
Two models have been selected to test our IRM method and demonstrate the results.  These models are described 
in the following sections. 
 
3.1  Analytical Model 
We have developed an analytical model for the twofold purpose of gaining experience with our IRM method and 
demonstrating the results in a case where the true response surface is known.  The following model, derived from 
one initially developed by Liebetrau and Scott (1991) to describe the LHS techniques, has been selected for this 
purpose: 
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 From a model approximation perspective, this model contains several challenging features.  Several two-
dimensional views of the model are shown in Figure 1.  The first two views reveal ridges, respectively, in the x2-
x4 and x2-x3 planes.  The third view shows a saddle point in the x1-x4 plane, and the fourth shows a “valley” in the 
x1-x3 plane.  We consider these features to be typical, one or more of which can be found in the response surface 
of nearly every complex computer model.  Therefore, a minimal requirement for any sampling-and-approximation 
methodology is that it adequately reproduces the features exhibited by this model. 
 One advantage of using an analytical model of this type is that we can evaluate our methods in a situation 
where the true response surface is known with mathematical precision.  This provides an advantage for 
comparison that does not exist for most real-world models. 
 
 

 
 
 
3.2 Contaminant Flow and Transport Model 
This model represents the transport of a reactive substance in a one-dimensional homogeneous water-saturated 
porous medium.  The model formulation and description is based on the CXTFIT computer code (Version 2.1, 
Toride et al. 1995). 
 The reaction considered for our analysis is the adsorption and desorption of the transported substance to and 
from the solid medium grain surfaces.  Two types of adsorption sites are allowed:  1) equilibrium and 2) first-
order kinetic.  The governing equations for the aqueous and sorbed concentrations (C1 and C2, respectively) are 
given in dimensionless form as 
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Figure 1.  Selected views of the response surface for the analytical model.  Each view shows a two-dimensional cross 
section of the four-dimensional response surface, holding the other two fixed. 
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where T and Z are time and space coordinates, P is a dimensionless Peclet number (ratio of advective velocity and 
dispersivity), R is the retardation factor, β is a partition coefficient that incorporates the fraction of kinetic and 
equilibrium sites, and ω is a kinetic rate coefficient.  The last term in each equation is a production or source term 
and is assumed to be zero.  The decay terms (µ1 and µ2) represent cell death and/or predation in the case of 
microbial transport in aqueous and sorbed phases, respectively.  This model is commonly used to represent 
microbial or colloidal transport in porous media, where both equilibrium and kinetic attachment and detachment 
are allowed (e.g., Harvey and Garabedian 1991). Two-dimensional views of this model are shown in Figure 2. 

 

 
 
 
 An advantage of this numerical model (one-dimensional verse higher-dimensional models) is that we can 
evaluate the model very quickly; thus, a large number of realizations can be used in obtaining the true response 
surface.  This provides an advantage for comparison to our response model that does not exist for most real-world 
models. 
 
4.  Model Results 
The results of our analyses are discussed in this section.  Because the primary goal during the initial stage of our 
research is to fit, as well as we can, the true response surface, we will focus on how well our fitted response 
surface approximates the true (model) response surface.   
 
4.1  Analytical Model 
The results of using the LHS and the IRM strategies on our analytical model are shown in Tables 2 and 3 and 
Figures 3 and 4.  Tables 2 and 3 contain statistics that show how well the fitted response surface approximates the 
true response surface.  In Table 2, the root mean squared error (RMSE), the maximum absolute deviation (Max), 
and the 3rd quartile (Q3) of the (absolute) residuals (i.e., |true – fit|) are shown for four different sample (LHS) 
sizes (100, 75, 50, and 25).  Table 3 gives the same statistics for six runs where we initially used LHS (25 
realizations) and augmented the samples using our IRM scheme (e.g., column 2 represents the analysis from 
running 25 initial LHS, evaluating the results and augmenting the initial sample with 10 additional samples, then 
evaluating the results and augmenting the sample with an additional 10 samples, and finally evaluating the results 
and augmenting the sample with 5 more additional samples, for 50 total realizations). 
 Figures 3 and 4 show three-dimensional snapshots of our results.  Figure 3 shows the response surface fit to 
100 (LHS) realizations of the model, while Figure 4 shows the response surface fit to the augmented set of 55 
model runs (25 (LHS) realizations plus 3 augmentations of 10 samples each).  Both do a good job of 
approximating the true model response surface. 
 The primary statistic (from Tables 2 and 3) that we use for comparison of the different sampling strategies is 
the RMSE.  This statistic represents an average deviation from the true response surface.  From the results, we see 
that many of the augmented sampling schemes (Table 3) produced a better approximation to the true response 
surface with fewer realizations than the LHS schemes (Table 2).  In fact, 55 samples used via our method (column 
3 of Table 3) give better response than 100 samples using LHS (column 2 of Table 2). 

Figure 2.  Selected views of the response surface of the mass under the breakthrough curve (i.e., the 
total mass eluted as opposed to retained in the soil column) for the one-dimensional flow and 
transport model.  Left:  as a function of velocity versus dispersivity; right: as a function of R and β.   
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   x1 = x3 = 0     x2 = x3 = 0    x1 = x4 = 0    x2 = x4 = 0 

 
 

Statistic 
100 LHS 

Realizations
75 LHS 

Realizations
50 LHS 

Realizations
25 LHS 

Realizations 
RMSE 
Max 
Q3 

0.1836 
      1.456       

0.1595 

0.2087 
      1.311 

0.1974 

0.3420 
       2.517 

0.3172 

0.3620 
       1.905 

0.4204 
 

 
 
 
 
 

 
 

Statistic 

25 LHS + 
10+10+5 

Realizations 

25 LHS + 
10+10+10 

Realizations

25 LHS + 
10+10+10+10 
Realizations 

25 LHS +  
25  

Realizations 

25 LHS + 
25+25 

Realizations 

25 LHS + 
25+25+25 

Realizations 
RMSE 
Max 
Q3 

0.2081 
      1.252 

0.1861 

0.1731 
0.9284 
0.1825 

0.1295 
0.6698 
0.1391 

0.3121 
      2.162 

0.3359 

0.1220 
0.9497 
0.1208 

0.1127 
0.7645 
0.1074 

 
 Columns 5, 6, and 7 of Table 3 represent a scheme for running the model on a cluster of 25 computers (i.e., 
trying to keep all 25 computers fully utilized).  Interestingly, running 25 initial samples followed by 25 
augmented samples (column 5) barely outperforms the 50-LHS analysis (column 4 of Table 2).  This is because 
the iterative scheme placed a new sample close to all 25 initial points, even if the response surface approximation 
fit well. 

 
 
 
4.2 Contaminant Flow and Transport Model 
The results of using LHS and our IRM strategy on the one-dimensional transport model are shown in Table 4.  
The statistics shown here are the same as those used for Tables 2 and 3. 
 Again, focusing on the summary statistics of the residuals (true response surface minus fitted response 
surface), we can achieve the same level of approximation to the true response surface using fewer than half as 
many IRM realizations as compared to the LHS realizations (e.g., column 2 compared to column 6 of Table 4).  In  
 

x1 = x3 = 0 x2 = x3 = 0 x1 = x4 = 0 x2 = x4 = 0 

Table 2.  Statistical summary of using the LHS strategy on our analytical model. 

Figure 3.  Snapshot view of the response surface fit to 100 LHS realizations (column 2 of Table 2).  Each view shows 
the response as a function of two variables, holding the other two fixed. 

Table 3.  Statistical summary of using the IRM strategy on our analytical model. 

Figure 4.  Snapshot view of the response surface fit to 55 augmented realizations (column 3 of Table 3).  Each 
view shows the response as a function of two variables, the other two variables being held constant. 
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Table 4.  Statistical summary of using both LHS and IRM on the one-dimensional transport model. 
 

 
 

Statistic 

 
100 LHS 

Realizations 

 
50 LHS 

Realizations

 
25 LHS 

Realizations 

25 LHS + 
10 IRM 

Realizations 

25 LHS + 
(10+10) IRM
Realizations 

RMSE 
Max 
Q3 

0.0947 
0.9682 
0.0712 

0.1089 
      0.8301 

0.0759 

0.1569 
        1.189   

0.1208 

0.1406 
0.7782 
0.1348 

0.0974 
0.7486 
0.0664 

 
fact, 45 samples used via our method gives better response in two of the three metrics than 100 samples using 
LHS. 
 
5.  Concluding Remarks 
The research described in this paper is focused on reducing the computing burden for sensitivity and uncertainty 
analysis for large computer models.  Our strategy is to develop computationally efficient approximations to 
underlying subject domain codes that can be used to do sensitivity and uncertainty analysis for computer 
modeling experiments.  Because the efficiency of any approximation method depends upon the number and 
location of points at which the underlying code is evaluated, our strategy has two aspects.  The first is to 
develop/employ refined/iterative sampling methods to ensure that for a given number of runs, we are getting as 
much information as possible about the response surface.  The second is to identify fitting/approximation methods 
that are flexible and amenable to updating.   
 Our sampling budget is divided into two parts.  One part is for an initial sample (i.e., set of points at which 
the underlying code is to be run), and the second is for supplementing or updating this sample.  Output of the code 
from previous runs is exploited to choose subsequent sampling points so as to obtain maximal information about 
the response surface of the underlying subject domain code (the methodology for doing this is being refined).  We 
have found that LHS works well for generating an initial sample.  We are now exploring various strategies for 
updating this initial sample.  Although our work is still in its initial stages, the preliminary results presented here 
show the advantages of an iterative sampling strategy.  In our analytical test problem, for example, we have 
obtained fits with 55 points that are as good as those for a LHS sample of size 100 (as measured by the RMSE).  
Slightly better results are presented for the simple flow and transport model we considered.  We are confident that 
further improvements are possible as we develop more refined updating techniques.   
 As is true of sampling, various methods are available for approximating the response surface of the 
underlying subject domain code.  The results in this paper were obtained by means of multivariate adaptive 
regression splines (MARS).  In addition to being adaptive, MARS fits are easy to compute and do not require 
excessive computing times.  For our simple analytic model, the MARS fit we obtained with 55 points is, in fact, 
quite good.    
 Although the MARS approach is appealing, it does have several potential drawbacks.  First, it should be 
noted that all intersections of the linear faces of the MARS approximator are “parallel” to the coordinate axes in 
one or more dimensions.  This might be a problem for codes whose response surfaces contain significant features 
(e.g., ridges) that are not parallel to any of the coordinate axes.  Moreover, the MARS fitting procedure does not 
produce estimates of error that can be used to make statistical inferences.  For these reasons, it is still necessary to 
investigate other methods (e.g., Gaussian processes) for approximating the response surface of the underlying 
code (for an example, see Kennedy and O’Hagan [2000]). 
 Much of our future research effort will be devoted to the search for improved methods of selecting the initial 
and iterative samples and response surface approximation.  It is our goal to refine these methods and then develop 
a “toolkit” of useful sampling and approximation methods that will enable us to do comprehensive 
sensitivity/uncertainty analyses on a variety of large complex computer codes.  
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