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Abstract. Super-resolution mapping is a relatively new field in remote sensing whereby classification is 
undertaken at a finer spatial resolution than that of the input remotely sensed multiple-waveband imagery. A 
variety of different methods for super-resolution mapping have been proposed, including spatial pixel-
swapping, spatial simulated annealing and Hopfield neural networks, feed-forward back-propagation neural 
networks and geostatistical methods. The accuracy of all of these new approaches has been tested, but the 
tests have been individual (i.e., with little bench-marking against other techniques) and have used different 
measures of accuracy. There is, therefore, a need for greater inter-comparison between the various methods 
available, and a super-resolution inter-comparison study would be a welcome step towards this goal. This 
paper describes some of the issues that should be considered in the design of such a study. 
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1. Introduction  
Super-resolution mapping, in the current paper, refers to the prediction of hard classes at a finer spatial 
resolution than that of the original input remotely sensed imagery. Most commonly, super-resolution 
mapping forms a post-processing step that is applied to the output (units of target proportions or land cover 
proportions) from a proportions prediction algorithm (commonly referred to as soft classification) (e.g., 
Tatem et al., 2001a; Mertens et al., 2003, 2004; Atkinson, 2005). However, super-resolution mapping can 
also be applied to the remotely sensed image (in units of radiance, reflectance, brightness etc.) directly (e.g., 
Kasetkasem et al., 2005).  

The term super-resolution originates in the field of image and signal processing where finer spatial 
resolution images of the input variable of interest can be produced by superimposing images of the same 
variable acquired under slightly different conditions (e.g., at different times, from different viewing angles). 
This is the original and more precise use of the term super-resolution. Super-resolution mapping as applied to 
remotely sensed images in the present context refers to an interpolation procedure, where the unobserved 
finer spatial resolution pixels are predicted as opposed to resolved. For this reason, some authors have 
referred to super-resolution mapping as sub-pixel mapping (Atkinson, 2005). Since the term super-resolution 
has gained some momentum in the literature, it is used throughout the rest of this paper.  

Super-resolution mapping methods can be classified in several dimensions. However, two are important 
in terms of the super-resolution goal and, consequently, the function of the basic algorithms. The first is 
whether the goal is mapping a target on a background (the binary case) (e.g., Tatem et al., 2001a; Atkinson, 
2005) or land cover classification (the multivariate case) (e.g., Tatem et al., 2001b). Clearly, the former is a 
specific case of the latter. In the binary case, applications may include mapping military objects such as tanks, 
mapping buildings of a particular type and so on. In the multivariate case, involving land cover classification 
(Thomas et al., 1987), a wide range of different types of feature may form the focus (Fisher, 1997).  

The second dimension relates to the continuum between the high resolution (H-resolution) and low 
resolution (L-resolution) cases of Woodcock and Strahler (1987). The H-resolution case refers to pixels that 
are smaller than the objects of interest (or continguous patches of target or land cover). The L-resolution case 
refers to pixels that are much larger than the objects of interest. At the extremes, in the H-resolution case the 
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pixel is a point in relation to a fixed object and in the L-resolution case the pixel is the image (i.e., one pixel 
image) in relation to the object. Somewhere between these extremes is defined each specific super-resolution 
goal. It is important to know whether the super-resolution task involves the H-resolution or L-resolution case 
or more specifically where the task lies along the continuum. It is, of course possible in the multivariate case 
that the task involves multiple goals, one for each land cover class, where some goals are H-resolution and 
some are L-resolution.  

In summary, it is important to determine from the start whether the super-resolution goal is binary or 
multivariate and whether it is H-resolution (as is most common; e.g., Tatem et al., 2001a; Tatem et al., 2001b) 
or L-resolution (e.g., Tatem et al., 2002). The particular combination will determine the algorithm that is 
designed and applied to provide a solution.  

There are two basic types of algorithm for super-resolution mapping. The first involves regression-type 
algorithms, that are in some cases linear. Algorithms that fall into this class include geostatistical methods 
(Boucher and Kyriakidis, 2006) extensions of the linear mixture model (Verhoeye and De Wulf, 1999; Zhan 
et al., 2002) and the feed-forward back-propagation artificial neural network (ANN) (Mertens et al., 2004). 
One advantage of such algorithms is that they are fast because they do not involve iteration (except in the 
fitting of the ANN). Another advantage, at least for linear algorithms, is that they can provide information on 
uncertainty through the estimate of prediction variance provided by the linear model, although there have 
been few examples of use of this estimate in practice. The second type of algorithm is based on spatial 
optimization. Algorithms that fall into this class include spatial pixel swapping (Atkinson, 2005), spatial 
simulated annealing (Atkinson, 2004), and the Hopfield neural network (Hopfield and Tank, 1985; Tatem et 
al., 2001a, 2001b; Nguyen et al., 2006). An advantage of spatial optimization approaches is that sub-pixels 
are compared to sub-pixels, appropriately accounting for the support in the prediction process (Atkinson, 
2005). However, the benefit of this “advantage” has yet to be defined precisely and demonstrated in practice.  

The H-resolution case is the most obvious, most common and simplest case to solve for super-resolution 
mapping. In the H-resolution case, either linear or spatial optimization algorithms can be applied to provide a 
solution. To describe the super-resolution mapping process, the discussion in the remainder of this section 
focuses on optimization algorithms. In the H-resolution-case, the optimization task is formulated as 
minimizing an energy or objective function comprising a goal and a constraint. The goal is to maximise the 
spatial correlation between neighbouring sub-pixels (where the neighbourhood is usually the nearest four 
pixels, but can be defined to be larger). The constraint is to match the original pixel proportions predicted by 
the proportions prediction algorithm (or soft classifier). Within this class of algorithm (multivariate, H-
resolution case, optimization), there is a further distinction between those algorithms that work by altering 
the actual value attributed to each sub-pixel (e.g., the Hopfield neural network) and those algorithms that 
work by swapping already initialised hard classes at the sub-pixel level. There is an expectation that the 
pixel-swapping type algorithm should be faster as much of the work has already been done at the stage of 
initialisation. However, this expectation has not been evaluated quantitatively.  

In the L-resolution case, and in the case of optimization, the objective function is altered in that the goal 
of maximizing the spatial correlation between neighbouring sub-pixels is replaced by the goal of matching 
the spatial correlation to some prior model. Much effort has been directed at determining the most suitable 
way of capturing the information required for this prior model. Some have chosen the semivariogram (e.g., 
Tatem et al., 2002). Then, the semi-variogram may be estimated empirically from some training image (i.e., 
a hard classified land cover image defined at the target fine spatial resolution). However, if a training image 
is not available then the semivariogram may be estimated from a polygonal or vector description of the target 
or from alternative data that may be available. Failing that, the semivariogram parameters can be estimated 
from prior knowledge or expectation. Finally, since the output of the super-resolution algorithm depends on 
the semivariogram, it is also possible to adjust iteratively the semivariogram parameters such as to fine-tune 
the output to a visually pleasing solution.  

The semivariogram captures only half of the information of the two-point histogram or (in remote 
sensing terminology) grey-level co-occurrence matrix (GLCM) (Haralick et al., 1973; Atkinson, 2004). This 
is because the semivariogram captures only the differences (A-to-B is the same as B-to-A). Therefore, the 
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two-point histogram is a preferable alternative for super-resolution mapping. Other methods would be 
appropriate for capturing more of the spatial variability from a training image. In particular, multiple-point 
statistics should be used where features have some property (e.g., connectedness) that is not characterised 
well by two-point statistics. This is particularly true for linear features such as rivers and roads.  

The above context begins to set the scene for the discussion that follows about designing a super-
resolution inter-comparison study in section 3. However, first it is necessary to provide some context in 
relation to assessing uncertainty and predicting uncertainty. 

2. Assessing and predicting uncertainty 

2.1. Assessing uncertainty 
Uncertainty in a super-resolution map can be assessed using external testing data. This section explores some 
of the issues in the testing process. The first question that arises when testing a new algorithm for super-
resolution mapping is “what is an appropriate testing data set?”. 

2.1.1 Testing scenario 1: simulation 
Often, at the method development stage, it is appropriate to select a known target, and simulate a remotely 
sensed (e.g., land cover proportions) image from that target. In this way, the target is known perfectly and the 
known target can be used to assess the accuracy of the prediction in a range of ways (these methods of 
accuracy assessment will be discussed below). A criticism commonly levelled at such a methodology is that 
the input data are simulated and, therefore, do not represent a sufficiently real test of the algorithm. In 
particular, the land cover proportions are represented perfectly (i.e., simulating zero error in the land cover 
proportions prediction stage). Zero error in soft classification is never possible and, thus, this represents an 
unrealistic starting point for the super-resolution mapping algorithm. Nevertheless, the counter-argument is 
that the test is directed at the algorithm itself which is appropriate at the development stage; the perfect 
proportions image represents greater control in the test.  

A further problem with the above approach is that the spatial resolution of the input image is not realistic. 
For example, if a Landsat Thematic Mapper image with a spatial resolution of 30 m is classified to provide 
the target, and the classified image is then degraded spatially to a spatial resolution of, say, 120 m to provide 
an input image of class proportions, then the input image has an unrealistic spatial resolution. In summary, 
the accuracy resulting from this testing scenario is a function of the super-resolution algorithm only (for a 
particular testing goal, e.g., land cover scene imaged at a particular spatial resolution with a given zoom 
factor etc.). 

2.1.2 Testing scenario 2: direct application 
The alternative to simulating input data is to create an input image by applying a proportions prediction 
algorithm to a remotely sensed image directly (e.g., soft classify a Landsat TM image with a spatial 
resolution of 30 m). This represents the real situation to which super-resolution algorithms are designed to be 
applied. In this sense, this testing scenario represents a “good” test of the algorithm. The main difference 
between this scenario and the simulated one above is that the input image will contain the error of the 
proportions prediction algorithm and, in this sense, the scenario represents a harder test. However, as 
suggested above, since the accuracies of the various available proportions prediction algorithms varies, to 
some extent the scenario represents a  test of both the proportions prediction algorithm as well as the super-
resolution algorithm. For this reason, simulated imagery is preferred at the development stage as noted above. 
A difficulty with this scenario is that the target is not known, except through field work or other survey. This 
means that there is uncertainty in the testing data and, consequently, the accuracy resulting from the testing 
scenario is a function of the proportions prediction, the super-resolution and the uncertainty in the testing 
data (Tatem et al., 2003).  

2.1.3 Testing scenario 3: hybrid 
An alternative to the above two testing scenarios is to take a remotely sensed image (in units of radiance, 
reflectance, brightness etc.) and degrade it from  its original spatial resolution (of, say, 30 m) to a coarser 
spatial resolution (say, 120 m). Then the 30 m image can be classified to land cover classes providing a 
target that is at least related directly with the input image through two transforms: (i) a forward model 
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predicting brightness per waveband per land cover class and (ii) a spatial degradation model. It is important 
in this scenario to remember the influence of the hard classification algorithm as this is applied in the inverse 
sense and independently of the forward application of the spatial degradation model to the original remotely 
sensed image in units of radiance (reflectance, brightness etc.). Therefore, there is uncertainty introduced 
into the target that may contribute to the overall accuracy resulting from the test. The accuracy resulting from 
this test may be a function of the super-resolution algorithm and the hard classification used to create the 
target data.  

2.2. Methods of accuracy assessment 
Once a particular testing scenario has been determined, it is necessary to select the methods of accuracy 
assessment. As was noted above, the whole target image is usually available with which to gauge the 
prediction image. Therefore, a wide range of possible statistical measures become available for testing 
accuracy. It should be noted at this stage that in this paper accuracy refers to the sum of precision and bias, 
where (im)precision is the effect of random error and bias is the effect of systematic error.  

2.2.1 Per-pixel measures 
The simplest set of measures that can be applied to test the accuracy of a super-resolution mapping are per-
point or, in the present context, per-pixel measures. The measures that are most appropriate depend on 
whether the algorithm changes the attribute value (as in the HNN) or swaps initialised hard per-pixel classes 
(as in spatial pixel swapping). For the simpler case of pixel-swapping, the confusion matrix or contingency 
table forms the basis of accuracy assessment. From this a series of measures follow such as the producer’s 
accuracy, the user’s accuracy and the overall accuracy. Further statistical measures can be extracted readily 
from the confusion matrix (Foody, 2002).  

Where the algorithm changes the attribute value in order to approach a solution, it may be more 
appropriate to select measures that test also the ability of the super-resolution algorithm to push the values 
towards zero and one per class. Such measures would include the difference between the proportion and the 
target hard class and could, therefore include the root mean square error (RMSE) and correlation coefficient 
(Tatem et al., 2001a).  

Per-pixel measures of accuracy are most appropriate for the H-resolution case where the objective is to 
maximise the spatial correlation between neighbouring sub-pixels. They may also be appropriate in the L-
resolution case, where it is of interest to measure the ability of the algorithm to predict the actual value of a 
given sub-pixel. However, since the goal in the L-resolution case is to match to some prior model of spatial 
correlation, it may be more appropriate to introduce alternative statistics that actually measure the texture 
and pattern of the resulting super-resolution map (i.e., the goal), as opposed to the per-pixel accuracy.  

2.2.2 Texture-based measures 
Texture-based measures of accuracy may include a comparison of the resulting empirical spatial correlation 
plot (e.g., two-point histogram) with the target spatial correlation plot. Tatem et al., (2003) use the 
semivariogram, and Atkinson (2004) uses the two-point histogram in this way. Clearly, where a series of 
values are involved, it is possible, and most likely desirable, to average across the series of values in the plot. 
The most obvious measure is the mean squared error (MSE) and a range of alternative measures of fit are 
possible. Further, it is possible to include some weighting towards values that are considered more important 
than others.  

Atkinson (2004) was able to plot the two-point histogram as a small window and observe the changes in 
the plot with increasing numbers of iterations. It would be possible to plot also the difference between the 
target and current two-point histogram. Such measures are information-rich and provide a useful alternative 
to averages such as the MSE.  

It is also possible to measure texture using statistics and plots that are not used in the super-resolution 
prediction task. This might be particularly important where the super-resolution algorithm is known to 
capture only part of the desired information on texture. An example would be where some property such as 
connectivity of linear features may not be represented adequately by two-point statistics, in which case it 
might be desirable to include accuracy measures based on multiple-point statistics. Of course, one should 
then change the method (e.g., to include multiple-point statistics in the goal). Nevertheless, where 
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uncertainty exists over the ability of a L-resolution method to capture texture (e.g., in the case of algorithm 
development), inclusion of measures that are more information-rich may be helpful.  

2.2.3 Per-object measures 
Super-resolution methods operate on continuous random fields and classify those fields at a finer spatial 
resolution than the original imagery. The general goal (currently) is not to create image objects through, for 
example, a spatial segmentation method (Steinwendner et al., 1998). Part of the reason for this is that the 
algorithm depends on a measure of spatial correlation (e.g., the semivariogram) which is best viewed as an 
estimate of a parameter that defines the random field. However, there is no reason why the image cannot be 
transformed to the object-based model and, thus, statistics that describe those objects used both as part of the 
algorithm goal and as part of the assessment of accuracy.  

Object-based measures include the range of statistics provided by the highly popular landscape ecology 
software known as FRAGSTATS (measures such as contagion, connectedness etc.). However, they also 
include parametric descriptions of objects such as circles representing the tops of oil drums and rectangles 
representing (at least in the two-dimensional sense) building roofs. Such parametric descriptions could be 
built into the goal of a spatial optimization algorithm replacing the standard random field statistics presented 
above. If this were achieved then the assessment of accuracy would be based most likely on the estimated 
parameters of the objects, although random field-based statistics would also be readily applicable (e.g., per-
pixel measures as described above).  

2.2.4 Local measures 
All of the measures for assessing accuracy as described above are global in the sense that one value is 
provided for the whole image; they are essentially averages. However, much attention has been directed in 
recent years at local statistics. For most examples of super-resolution mapping, particularly in the testing 
scenarios 1 and 3 described above, a target image is provided meaning that it is possible to localize many of 
the accuracy measures described above. 

In the first instance, it is possible to subtract the target image (set) from the prediction image (set) 
spatially. These two sets of images, and their difference, provide a spatial representation of the confusion 
matrix and the basis for a range of local measures of accuracy. Thornton et al. (2006) presented difference 
images to test the accuracy of a super-resolution mapping algorithm. The difference images were particularly 
useful in highlighting areas of error, which tended to occur at the land cover boundaries.  

Localised accuracy measures include the local confusion matrix and local measures that arise from it. 
Where the attribute value is not fixed at zero or one, but rather is a proportion that is pushed to zero or one, 
local measures such as the local RMSE, local correlation coefficient and local mean absolute error may be 
useful. Local measures of accuracy can highlight local areas of inaccuracy that require further attention or for 
which the super-resolution mapping algorithm needs to be further developed. This is particularly true for 
remotely sensed imagery of scenes that include a range of land cover types that vary in their spatial character. 
For example, in a scene that includes agricultural parcels with a regular shape arranged in a regular pattern 
and an area of semi-natural vegetation such as heathland the algorithm may perform accurately for one land 
cover type but inaccurately for the other. Local statistics will help to reveal the cause of the overall 
inaccuracy.  

2.3. Predicting uncertainty 
Not enough attention has been paid to attempting to estimate uncertainty in super-resolution mapping 
through model-based approaches. Given a linear model, the prediction variance is estimated through the 
model itself. Thus, where geostatistical approaches can been adopted for super-resolution mapping, for 
example, it should be possible to estimate uncertainty in the super-resolution classification map. Of course, 
such an estimate has limitations. For example, the estimate depends on the appropriateness of the linear 
model and since the model is stationary the estimate does not take account of actual values used locally in 
super-resolution mapping. Nevertheless, the estimate is provided automatically and can be useful if its 
limitations are borne in mind. There are very few examples of the model-based estimation of uncertainty in 
super-resolution mapping. However, possibilities do exist. For example, Boucher and Kyriakidis (2006) used 
indicator geostatistics to estimate the probability that a given sub-pixel belongs to a particular class. The set 
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of probability values per sub-pixel encapsulates information on uncertainty in the subsequent allocation. 
Similarly, the multilayer perceptron method introduced by Mertens et al. (2004) could be adapted to provide 
information on relative levels of uncertainty. Specifically, the output of the neural network (which can be a 
set of scores, rather than hard classes) can be used to provide some information on uncertainty.  

In terms of optimization algorithms, it is helpful to distinguish between the H-resolution and L-resolution 
cases. In the H-resolution case, little progress has been made in providing information on uncertainty in the 
super-resolution map. One issue is that convergence of the algorithm should be achieved, to the same end-
point (i.e., super-resolution map), irrespective of the starting point (i.e., initialization). This convergence is 
usually demonstrated as an assurance that the end-point is independent of the initialization. This leaves little 
room for the production of alternative super-resolution maps.  

An alternative is to evaluate the effect of parameter values on the output (either through variability in 
outputs or through assessment of the uncertainty in the outputs). However, this is a separate question of 
calibration and validation and does not address the problem of estimating uncertainty in the prediction 
through the model.  

In the L-resolution case for spatial optimization approaches, the same set of limitations exist as for the 
H-resolution case, but it is noteworthy that regression-type solutions are less appropriate in the L-resolution 
case and, therefore, methods of estimating uncertainty directly through the model are less likely to be 
available.  

Foody and Doan (2007) used error propagation principles to estimate uncertainty in the super-resolution 
map. They sampled from the possible set of end-members in feature space produced by a linear mixture 
model type approach (Adams et al., 1985; Foody, 1996; Atkinson et al., 1997). The logic is as follows. Each 
training pixel used to fit a linear mixture model represents a pure pixel for a given class. The set of all 
training (pure) pixels for a given class represents a cluster in feature space. The set of all clusters is used to 
define the set of end-members, one for each class. In the standard application of the mixture model, the end-
member represents an extreme of the distribution per class. However, Foody and Doan (2007) drew an 
individual from the cluster rather than take the extreme in order to represent the uncertainty in the predictions 
of land cover proportions. This uncertainty was then propagated through to the super-resolution map using a 
Monte Carlo procedure leading to multiple realizations of the super-resolution map. The procedure as 
described above is problematic because the uncertainty represented is much greater than would be realised 
through an end-member because the drawing of individual pixels represents a sample size of one, which is 
clearly inappropriate. Nevertheless, Foody and Doan (2007) have proposed a useful method whereby subsets 
of the training data (with a reasonable sample size) could be selected and the uncertainty so-induced 
propagated through to the super-resolution map. This area of research requires further exploration. 

3. Super-resolution inter-comparison 
The super-resolution mapping goal represents a new kind of spatial prediction goal, different to the 
interpolation between sparsely distributed points that is common in geostatistics and that has found wide 
application in a variety of subjects such as mining engineering, petroleum geology and an array of 
environmental subjects including remote sensing (Curran and Atkinson, 1998). At a mature stage of the 
broad subject of interpolation, including predominantly geostatistical methods, several spatial interpolation 
comparison studies were carried out (the first being Dubois et al. (1998)). The requirement for such an inter-
comparison was driven by the fact that so many methods of spatial interpolation had been developed that it 
was difficult, if not infeasible, to compare between them in any one study unless that study was distributed 
amongst the population of practitioners. To deal with the uncertainty that arises as a function of differences 
between human operators, human subjectivity was included within the inter-comparison studies as part of the 
application of a given method. While such inter-comparison studies only sample the enormous possible 
space of techniques and their implementations, the sampling covers a broad range and, thus, while particular 
implementations can be criticised for being sub-optimal (providing an unfair comparison), the overall picture 
gained may be useful.  

The questions that follow from the above are: 
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• would it be useful to conduct an inter-comparison of the range of techniques currently available for 
super-resolution mapping? 

• when should such an inter-comparison be made – e.g., is it currently too early for super-resolution 
mapping to have generated a sufficiently wide range of approaches? (on the other hand, would an 
inter-comparison challenge generate new ideas?) and  

• if such an inter-comparison was to be undertaken how should it be designed, and how would it differ 
to a spatial interpolation comparison? 

With these questions in mind, the remainder of this paper considers, briefly, some of the issues that 
would need to be considered in the design of such an inter-comparison study, drawing on the issues raised in 
the preceding sections. 

3.1. Selection of target data 
The first question that needs to be addressed is how should the target or testing data be selected? One idea 
suggested by Koen Mertens, previously of the University of Gent in Belgium, was to use some text as 
follows:  
 
    This is a  
    sub-pixel  
    mapping 
 

This remains a useful suggestion because the text represents a tricky super-resolution problem, 
representing a range of shapes, and a range of spatial frequencies. This target image represents the binary 
case of a target on a background (which represents an important class of problem). However, it is also 
possible to generate a multivariate classification (land cover map), that represents a more generic class of 
problem. Therefore, a question arises over the choice of class of problem; “binary or multivariate?”. In the 
latter case, a fundamentally important question is “how many land cover classes should be included?”.  More 
land cover classes represent a more difficult super-resolution problem.  

Attention should also be given to the spatial character of the (implied) objects in the image. It may be 
helpful, for example, to ensure that a range of different feature types are present in the imagery. In particular, 
it may be helpful to include linear features such as rivers and roads, along with human-produced features 
such as agricultural parcels and semi-natural areas. However, areas where the assumption of hard classes 
representing adequately the real situation at the ground is not met should be avoided since super-resolution 
mapping algorithms do not apply in this case. Linear features represent a difficult super-resolution mapping 
problem, and modified algorithms have been developed to deal specifically with this case. In summary, it is 
likely that any inter-comparison study should include both binary and multivariate goals. 

3.2. Selection of testing scenario 
It seems fairly clear from the discussion in section 2.1 that it would be most sensible to select testing 
scenario 1 or 3 as the basis for an inter-comparison study. It is difficult to argue between these two because 
there are pros and cons for each approach as articulated above. It may be necessary to include both of these 
approaches as they test different aspects of the super-resolution mapping process. However, if this were the 
case, it would be necessary to select entirely different scenes for each approach as the information provided 
by one starting image of proportions (e.g., at 120 m) would “disclose” information about the target that was 
not available in the other starting image of radiance (or reflectance, brightness etc.) and vice versa. If the idea 
of using text as one target image were adopted as suggested above then it may be preferable to have a second 
target that represented the more real case provided by testing scenario 3.  

3.3. H-resolution or L-resolution and choice of zoom factor? 
The distinction between the H-resolution and L-resolution cases was discussed at length above. A serious 
choice when designing a super-resolution test, therefore, is how to include both of these scenarios. An 
important decision is whether it would be fair to include both goals within one testing image (e.g., some very 
small land cover features and some large features relative to the pixel size). Very few algorithms have been 
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developed that could achieve both goals simultaneously. Therefore, at present, it may be necessary to include 
two images, one that tests the H-resolution case and the other that tests the L-resolution case. More generally, 
one could define a range of zoom factors (the factor by which the target image must be degraded spatially to 
achieve the input image). However, a problem of “disclosure” similar to that described above arises for the 
zoom factor because the input image created with a smaller zoom factor could be used to provide 
information about the target that was not present in the input image created with a larger zoom factor. A 
solution needs to be found to this conundrum because it is important to test the effect of the zoom factor and 
to cover the range of possible scenarios from H-resolution through to L-resolution. The suggestion of 
including a set of features of a range of sizes and with a range of spatial characters within the target image 
goes some way to dealing with this problem, but not all the way. The H-resolution v. L-resolution dimension 
is not exactly the same as the zoom factor dimension.  

3.4. A priori information 
There is a question over what a priori information should be provided to the investigator. In the H-resolution 
case, and with scenario 1, there is little need for information other than the zoom factor at which the target 
image must be predicted. The land cover classes will be known because proportions will be provided for 
them in the input image. This represents a simple case. Retaining scenario 1, but changing to the L-resolution 
case, it is clear that some training information will need to be provided, most likely in the form of a training 
image. This training image would most likely be a land cover classification (or target on a background) for 
the same type of target imagery, but for a different spatial area. The characteristics of the training image 
would need to be selected carefully to match those desired in the target because their effect on the resulting 
prediction is likely to be great.  

In the case of testing scenario 3, which above was described as a likely scenario for an inter-comparison 
study, the situation is more complex. The image provided to the inter-comparison investigator is in units of 
radiance (or reflectance, brightness etc.). Thus, the investigator needs to apply a proportions prediction 
algorithm to the image as a first step and then to apply the super-resolution algorithm to the output of that 
prediction. It follows that it will be necessary in this scenario to provide the investigator with training data 
for the proportions prediction. This could take the form of training pixels of class proportions. The sampling 
scheme used to provide these training data would need to be considered carefully as the goal should be to test 
the super-resolution algorithms and not the proportions prediction algorithms (which have been developed 
and tested more extensively).  

3.5. Choice of accuracy assessment method 
It should be clear given the discussion in section 2 about the possible variety of accuracy assessment 
measures that the same variety is available for an inter-comparison study. It is obvious that it would be 
important to specify from the outset, and as part of the information set given to inter-comparison 
investigators, the set of accuracy statistics that would be used to evaluate the super-resolution mapping.  

While, the decision over which statistics to include in an inter-comparison study is left for the designers, 
given the discussion in section 2, it is suggested here that the following are included:  

• measures of both precision and bias, as well as overall accuracy.  
• per-class measures of accuracy, particularly in the multivariate case where accuracy may vary by 

class or feature. 
•  some local measures of accuracy. 
•  per-pixel and texture measures of accuracy.  

In this way, irrespective of the goal (e.g., whether H-resolution or L-resolution), the inter-comparison 
study would have the capability to shine light on several dimensions of accuracy simultaneously. The 
inclusion of per-object statistics may not be necessary at this stage because most algorithms do not include 
object-based parameters in their goals. 

4. Summary 
Following an introduction of the basic issues of super-resolution mapping, the paper discussed the following 
key issues: (i) assessing the accuracy of super-resolution mapping using external data, (ii) predicting 
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accuracy using the model itself, and (iii) designing a super-resolution inter-comparison study. In relation to 
the latter, some issues for discussion were raised rather than provide a recipe for implementation.  

The question of whether it is too early for an inter-comparison study remains, but the current situation is 
that many different techniques for super-resolution mapping have been developed and they have mainly been 
assessed individually, and in a variety of different (i.e., non-comparable) ways. Very few studies have 
compared different techniques using the same measures of accuracy and there is a real need for research that 
sheds some light on suitable model choices for particular super-resolution goals and scenarios. A super-
resolution inter-comparison study would be a welcome step forward. 
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