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Abstract
In this paper we present a spatio-temporal dynamic model which can be realized using image warping, a
technique used to match images. Image warping is a non-linear transformation which maps all positions
in one image plane to positions in a second plane. Using thin-plate splines this transformation is defined
by a small set of matching points, a feature that will make this method work even for large data sets. In
our case the dynamics of the process is described by warping transformations between consecutive images
in the space-time series. Finding these transformations is a trade-off between a good match of the images
and a smooth, physically plausible deformation. This leads to a penalized likelihood method for finding the
transformation. The deformations that can be described with this approach include all affine transformations
as well as a large class of non-linear deformations. Our method is applied to the problem of nowcasting
radar precipitation.

1 Introduction
Lately there has been an increasing interest in space-time dynamic modelling in the environmental sci-
ences. For example, Guttorp et al. (1994) and Meiring et al. (1998) use a time-series approach with
spatially coloured residuals allowing for prediction to unmonitored sites. Mardia et al. (1998) and Wikle
and Cressie (1999) use a state-space framework where the dynamics in the latter case is described by an
integro-difference equation with spatially coloured residuals. Furthermore many models are formulated
within a hierarchical framework, see e.g. (Berliner et al., 2000; Wikle, 2002; Xu et al., 2003).

In Wikle and Cressie (1999) and Wikle (2002), Xu et al. (2003), the time dynamics is described by an
integro-difference equation

Y(s, t) =

∫

D

ws(u)Y(u, t −1)du+η(s, t), (1)

where Y(s, t), s ∈ D is a space-time process, with D some spatial domain. The random process η(s, t) is
a spatially coloured error process, a spatially descriptive component, and ws(u) is a redistribution kernel
representing the interaction between the process Y at location u and time t −1 and Y at location s and time
t, i.e. a temporally dynamic component.

In this work we will focus on the temporally dynamic part. We propose a model for the dynamics that
corresponds to the kernel ws(u) in (1) being a Dirac function. Let s′ be some location in D at time t − 1,
then our dynamic model can be written as

Y(s, t) =
∫

D

δ (u− s′)Y(u, t −1)du+η(s, t) = Y(s′, t −1)+η(s, t),

where δ (u− s′) is a Dirac delta pulse at point s′. This dynamic model can be realized using image warping.
Studies on that was done by Aberg (2002) and Aberg et al. (2004). Image warping, see the review paper by
Glasbey and Mardia (1998), is a technique that maps all points in one image plane to positions in a second
image plane, knowing only a few point matches. This introduces a dimension reduction in space and will
make the method tractable. The maps we work with are thin-plate spline mappings, c.f. Bookstein (1989).
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Thin-plate splines are easy to handle and the deformations they give rise to can be decomposed into an affine
part and a non-linear part.

Finding the mapping between two consecutive images in the space-time series is a trade-off between a
smooth, physically plausible, mapping and one which achieves a good match. This is formulated as a penal-
ized maximum likelihood problem, where the likelihood measures the similarity between the images after
the deformation is performed and the penalty, which comes from a prior distribution on the deformation, is
a measure of the distortion of the deformation (Glasbey and Mardia, 2001). Thus we want to design a prior
model such that non-smooth and non-physically mappings are penalized.

When the mapping that describes the dynamics has been estimated it can be used to make forecasts. To
assess the uncertainties in these forecasts we propose a parametric bootstrap technique. The method is
evaluated by applying it to the problem of nowcasting radar precipitation.

2 Outline of the method
2.1 Image warping
Our method uses image warping to deform images. Image warping is basically a smooth mapping between
two image planes that maps every point in one image to a point in another image. To deform an image, every
point (x,y) in the new image is assigned the intensity of the undeformed image in the point with coordinates
given by (Ψ1(x,y),Ψ2(x,y)). Denoting the deformed and the undeformed images Ỹ and Y respectively, the
image warping procedure can be written as

Ỹ(x,y) = Y(Ψ1(x,y),Ψ2(x,y)) ,∀(x,y) ∈ D ,

where D is the support of the image. To reconstruct the original image from the deformed image we have
to invert the whole procedure. This involves calculating the inverse of the map (x,y) 7→ (Ψ1(x,y),Ψ2(x,y)).
The inverse exists and can, at least, be computed numerically if the map is injective.

Since the image planes we work with have discrete representations (pixels) and the mapping is continuous
a problem is introduced. The map of a point (x,y) will in most cases not lie exactly in the middle of a pixel
in the undeformed image and to find out what intensity value to assign to the point (x,y), some interpolation
of the values in the surrounding pixels in Y must be used. In this work we have used simple bilinear
interpolation between neighbouring pixels. The reason for this choice is that it is not computationally
demanding compared to other methods and that it produces reasonable results.

Another problem that we have to face is what happens when a point is mapped to a point outside the image,
i.e. when (Ψ1(x,y),Ψ2(x,y)) 6∈ D . In this work we have chosen to extrapolate the values in those pixels
using an ordinary kriging approach with a conditionally specified covariance structure. For further details
see Aberg et al. (2004).

2.2 Thin-plate splines
In the previous section image warping was discussed under the assumption that the warping map was known.
In this section we will describe the map that has been used in this work, namely thin-plate spline mappings
R

2 7→ R
2. These maps are defined by a few point correspondences, i.e. all we need to know is how a few

points are mapped. Detailed descriptions can be found in Wahba (1990) or in Bookstein (1989).

Each function Ψ1(x,y) and Ψ2(x,y) is a thin-plate spline, which is a function R
2 7→ R

1. A thin plate that is
fixed at some height above the plane in the points pi = (xi,yi), i = 1, . . . , p is deformed in such a way that it
minimizes the physical bending energy given by

I f =

∫

R2

((
∂ 2 f
∂x2

)2

+2

(
∂ 2 f

∂x∂y

)2

+

(
∂ 2 f
∂y2

)2
)

dxdy,

where f = f (x,y) describes the deformation of the thin plate. The general solution to this optimization
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problem is (see Duchon, 1977, p. 85-100)

f (x,y) = a1 +axx+ayy+
p

∑
i=1

wiU(‖pi − (x,y)‖), (2)

where pi = (xi,yi), i = 1, . . . , p are fixed points in the plane and U(r) = r2 log r.

The a- and w-coefficients are determined by what height we impose the plate to have at points pi. Suppose
that we want f (pi) = vi. The coefficients of the thin plate that interpolates these points are then obtained by
solving the following linear system of equations:

[
K P
PT 0

][
w
a

]
=

[
v
0

]
, (3)

where Ki j = U(‖pi −p j‖), the ith row of P is (1,xi,yi), w and v are column vectors formed from wi and vi

respectively and finally a is the column vector (a1,ax,ay)
T. The last three rows guarantee that f (x,y) has

square integrable second derivatives, see e.g. Wahba (1990).

2.3 The model
2.3.1 Model of the dynamics
Our model of the space-time series {Yt}

T
t=1 states that the next image in the sequence is obtained as a

deformation of the previous one and some added innovations. This can be written as

Yt(s) = Yt−1

(
Ψt,t−1

1 (s),Ψt,t−1
2 (s)

)
+ εt(s), ∀s = (x,y) ∈ D , (4)

where D is the support of the image, εt(s) is a zero-mean Gaussian process assumed to be independent
in both time and space and s 7→ (Ψt,t−1

1
(s),Ψt,t−1

2
(s)) is a time dependent thin-plate spline mapping from

the t image plane to the t − 1 image plane. As described previously the thin-plate splines mappings are
defined by how a finite set of points is mapped. Fix p points pti in the t image plane and define pt−1

i =
(Ψt,t−1

1
(pt

i),Ψt,t−1
2

(pt
i)) = Ψt,t−1(pt

i), i = 1, . . . , p, as the maps of these in the t − 1 image plane. Then the
points pt and pt−1 entirely define the thin-plate spline deformation and they will be called control points.
Having fixed pt we arrive at the following distribution of Yt given Yt−1 and pt−1

[Yt(s)|Yt−1(s),p
t−1] ∼ N

(
Yt−1

(
Ψt,t−1(s)

)
,σ 2

ε
)
, ∀s ∈ D , (5)

where these conditioned variables are assumed to be independent.

2.3.2 A prior model for the deformations
Our purpose is to estimate the deformations Ψt,t−1 from a given sequence of images. To do this we work
within a Bayesian framework and design a prior model for the deformations, resulting in a penalized like-
lihood estimation method. Two constraints have to be taken into account when designing our prior model.
The first is that since we have no guarantee that the thin-plate spline mapping will be bijective, i.e. there
are cases when the result will ’fold’, we want our prior to penalize such non-smooth mappings. The second
constraint is that we want to penalize non-physical deformations. For the applications at hand it is natural
to believe that points which lie close to each other will move in the same direction. Another problem might
appear in parts of the image where there are little information. Matching such areas in two images, would
be like matching two black images i.e. we can not tell whether the image is deformed or not from the infor-
mation available. Therefore we want to design a prior such that these areas are influenced by and develop in
a similar way as the areas in the image that do contain useful information.

Introduce the notation ∆t
i = pt

i −pt−1
i , that is the displacement of control point i between times t −1 and t.

Then consider the following conditionally specified model for the displacements ∆t :

[∆t
i|∆

t
j, j 6= i,Yt−1] = [∆t

i|∆
t
j, j 6= i] ∼ N

(

∑
j 6=i

ci j∆
t
j,σ 2

∆I

)
, (6)
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where I is a 2×2 identity matrix, indicating that the two coordinates are assumed to be independent, c i j are
scalars that specify the degree of dependence between control points i and j and c i j 6= 0 if and only if pixels i
and j are defined to be neighbours. It can also be seen from (6) that we assume the displacement of a control
point to be conditionally independent of the image Yt−1 given the displacements of the neighbouring points.
A model where this is not the case is possible e.g. if one has some additional knowledge of how the control
points move based on only one image. With this model the joint distribution of the displacements is given
by (see Cressie, 1993, p. 407-414)

[
∆t

x
∆t

y

]
∼ N

([
0
0

]
,

[
σ 2

∆(I−C)−1 0
0 σ 2

∆(I−C)−1

])
, (7)

where [∆t
x,∆t

y]
T are the x- and y-coordinates of ∆t stacked after each other in a column and

[C]i j =

{
0, i = j.
ci j, i 6= j.

The interpretation of the prior model for the displacements is thus that the control points move in a similar
way as their neighbours. In this way a smooth deformation will be obtained at the same time as it penalizes
the non-physical deformations described above.

To sum up our model is specified within a Bayesian framework. The likelihood, resulting from the dynamic
model (4), is given by (5). The spatial noise process is assumed to be both temporally and spatially uncorre-
lated. Further the prior model for the deformations is a conditionally specified Gaussian model given by (6).
Here the displacements of the control points ∆t are assumed to be conditionally independent of the image
Yt−1.

2.4 Estimation
2.4.1 The penalized likelihood function
To estimate the deformation between two consecutive images we need to find the mappings pt−1 of the fixed
control points pt . The fixed locations of pt can be chosen in an arbitrary way. Maybe there are some parts of
the image that are more interesting than others, demanding a denser pattern of control points in those areas.
Having fixed the control points at t, the estimation problem can be formulated as maximizing the density of
pt−1 given Yt−1 and Yt . This density can be written in the following way:

p(pt−1|Yt−1,Yt ,p
t) ∝ p(Yt |Yt−1,p

t−1,pt)p(pt−1|Yt−1,p
t) = p(Yt |Yt−1,p

t−1,pt)p(pt−1|pt). (8)

Here Bayes’ theorem was used to rewrite the posterior and we also used the assumption that the control
points pt−1 are conditionally independent of the image Yt−1 given pt . The densities p(Yt |Yt−1,p

t−1,pt)
and p(pt−1|pt) are known. The first one, the likelihood, follows from the dynamic model (5) while the
second one, the prior, follows from (7) by remembering that ∆t = pt − pt−1. Taking logarithms in (8),
leaving out the constant parts which only depend on the fixed parameters σ2

ε , σ 2
∆ and C, we obtain the

following loss function which we want to minimize:

Q(pt−1) =
1

2σ 2
ε

(
n

∑
i=1

(
Yt(s

t
i)−Yt−1

(
Ψt,t−1(st

i)
))2

)
+

1
2σ 2

∆

(
(pt−1

x −pt
x)

T(I−C)(pt−1
x −pt

x)+(pt−1
y −pt

y)
T(I−C)(pt−1

y −pt
y)
)

, (9)

where pt
x and pt

y are defined by pt =
[
pt

x pt
y

]
. The first term, summing over all pixels in the image, penalizes

differences between the image Yt and the image we get when we deform Yt−1 using the function Ψt,t−1

defined by pt−1. The second term penalizes too large displacements and neighbouring control points that
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move in different directions. The ratio σ 2
ε /σ 2

∆ specifies how much the prior will penalize certain mappings
relative to the likelihood, whilst C defines the dependence between the control points.

The minimization of (9) has to be done numerically. For a description of the optimization procedure see
Aberg et al. (2004).

2.4.2 Assessing the uncertainties of the estimates
The Hessian is an approximation of Fisher’s information matrix whose inverse serves as a lower bound for
the variance of the estimate according to the Cramér-Rao inequality. Therefore the inverse of the Hessian at
the optimum can be used as a measure of the uncertainties of the resulting estimates, that is Var(p̂t−1) ∝ H−1,
where p̂t−1 minimizes (9) and H is the Hessian computed for the minimizing value p̂t−1.

3 Forecasting
One possible application of this model is forecasting. By linear extrapolation of the control points, that is
by saying that if a control point came from a certain direction it will continue to move in that direction, we
can get a forecast. Let τ ∈ R

+ be the prediction horizon. Then the map of the fixed points pt at time t + τ ,
p̂t+τ , can be computed as

p̂t+τ = pt + τ(pt − p̂t−1), (10)

where p̂t−1 minimizes (9). The points p̂t+τ and pt now define a mapping Ψt,t+τ from the image plane at
time t to the image at time t + τ . The forecast can be calculated as

Ŷt+τ(s) = Yt

(
(Ψt,t+τ )−1(s)

)
, ∀s ∈ D , (11)

where (Ψt,t+τ )−1 is the inverse of the mapping (Ψt,t+τ ). Hence, to be able to find a forecast the function
(Ψt,t+τ ) must be invertible and the inverse must in this case be found numerically.
There are two sources that contribute to the uncertainties in this forecast. The first comes from the noise
in (4), the other arises from the uncertainties in our estimation of the deformation. If one estimates the
deformation between a sequence of pairs of images an estimation of the variance of the noise in (4), σ 2

ε , can
be obtained as the sample variance of the residuals. To get an approximate measure of the uncertainties in
the forecast caused by uncertainties in the estimation one can use a simulation based technique. Simulate
a number of samples (pt−1)∗b, b = 1, . . . ,B from N(p̂t−1,H−1). Apply (10) to these samples, i.e. perform
linear extrapolation, to get a sample (pt+τ)∗b, b = 1, . . . ,B from N(p̂t+τ ,τ2H−1). Each sample now defines
a map (Ψt,t+τ )∗b. Then (11) is applied with Ψt,t+τ = (Ψt,t+τ )∗b. In this way samples (Ŷt+τ)∗b, b = 1, . . . ,B
are obtained and from this sample the variance, caused by uncertainties in the estimation, can be calculated
pointwise. The total variance in every point, due to both estimation uncertainties and the residuals, is then
obtained by adding σ̂ 2

ε .

4 Nowcasting Sydney convective precipitation
4.1 Data
The methodology derived in the previous sections will now be applied to a real world problem, nowcasting
of radar precipitation data. A nowcast is a short period forecast and the time horizons in this example will
range from 10 to 40 minutes. For a more detailed discussion of this problem and of the data, see Xu et al.
(2003). The total data set consists of 12 consecutive radar images, spaced at 10 minutes in time starting
at 0825Z on 3 November 2000, where Z denotes Greenwich mean time. The data represents an altitude
of 2000 m above the surface and a 28× 40 grid of 2.5 km pixels will be used. The units of the data point
values are in radar reflectivity units dBZ, which is a measure of the power scattered back to the radar by
precipitation particles in the atmosphere.
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4.2 Results
In the model there are a few parameters that are not estimated in the routine, but must be set by user, c.f.
(9). These are the variances σ 2

ε and σ 2
∆ in (5) and (6) respectively, and the ci j in (6) defining the correlation

structure for the control points. The system is sensitive to the choice of these parameters, especially those
in the prior. Care should be taken to assign these parameters reasonable values which might be obtained by
combining physical knowledge about the process and empirical data.

To show the performance of our method the deformation between the images at time 0925Z and 0935Z was
estimated. A regular 4×4 grid of control points, pt covering the whole area was used. The neighbourhood
of a control point was then defined to consist of the nearest neighbours in the north-south and the east-west
directions. We chose to impose a strong dependence between the control points. This was achieved by
letting ci j = 0.2038 for neighbours in the north-south direction and ci j = 0.2912 for neighbours in the east-
west direction. With these values the sum of the ci js over the neighbourhood is 0.99 and the dependence is
proportional to the inverse of the distance between the control points. Hence c i j is larger in the east-west
direction since the control points in that direction are closer together. The conditional variance σ 2

∆ was set
to 0.1 and the variance of the innovations σ 2

ε was assigned the value 4.42. The latter value was found to be
reasonable after iteratively having run the algorithm and estimated the variance of the residuals each time.
With the chosen values we got the result in Figure 1. The estimation routine seems to have captured the
deformation between the images, i.e. an upward drift of the clouds and an increased size of the lower cloud.
This can also be seen in the residuals which are more high-frequent than the original images. The covariance
structure of the residuals has not been investigated any further, but it would be interesting to do so if one
want to extend the model with a spatially coloured noise process.
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Figure 1: Estimation of deformation from the two radar images in the top row. In the last row the image resulting
from deforming the top left image using the estimated deformation is shown together with the associated residuals.
All values are in dBZ.

By extrapolating the estimated deformation we can make forecasts. The 10, 20, 30 and 40 minutes forecasts
with estimated pixelwise standard deviations, based on a sample of 100 simulated images, are shown in
Figure 2. The leftmost column shows the real data. The intense areas of precipitation are moving in the
north-east direction. It is clearly seen from the forecasts in the second column that this motion is tracked
by our estimated deformation and the overall impression is that the forecasts are qualitatively good. The
forecasted images are a bit blurred. This originates from the fact that we in the warping procedure interpolate
between neighbouring pixels when the corresponding point happens to fall in between the pixels. Looking
at the standard deviations associated with the forecasts we see that these increase with time which reflects
the greater uncertainty when we predict further into the future. Looking at the third column, illustrating the
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difference between true data and the forecasts, it is seen that the nowcasts are a bit displaced compared to the
actual location of the storm clouds, but the main problem lies in predicting the precipitation intensity. This
points out the need for a parameter that describes the overall increase or decrease in precipitation intensity.
Nevertheless, the standard deviation fields give a reasonably good view of the forecast errors.
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Figure 2: 10, 20, 30 and 40 minutes nowcasts based on the estimated deformation shown in Figure 1. The left
column contains the observed radar images, the second column illustrates the nowcasts and in the third column
the difference beween the observed radar images and the forecasts are shown. Finally the right column contains
the estimated standard deviations, calculated from a sample of 100 images. All values are in dBZ.

5 Discussion
We have presented a spatio-temporal dynamical modelling method that is based on an image warping tech-
nique. The function that describes the dynamics is a thin-plate mapping which is defined by a few point
matches in two consecutive images. With such mappings complicated non-homogeneous dynamics can be
modeled. We have proposed a method for how these functions can be estimated from data and how they can
be extrapolated to give forecasts. The method is applied to the problem of nowcasting radar precipitation.

Some of the advantages of this method are that it does not assume stationarity in time and also that it gives
forecasts at arbitrary time horizons, not only in fixed steps. Furthermore it is easy to implement and it is fast
compared to methods that rely on Markov Chain Monte Carlo techniques.

Looking at the results obtained with our method, these are comparable to what Xu et al. (2003) obtained on
the same data set. The forecasts are qualitatively good and the estimates of the uncertainty in the forecasts
seem to be reasonable. One problem is how to choose the parameters in the model. Reasonable values
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should be obtained by combining physical knowledge about the process and empirical data.

The focus in this work has been on how image warping can be used to describe the dynamics, i.e. the
temporally dynamic part. A natural expansion of the model would be to add a spatially descriptive part, i.e.
to assume that the innovations in (4) are spatially correlated.
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